CS345A Challenge Problem #2

Due in class on Wednesday Feb. 4, 2009

In a previous lecture on minhashing, a student made the following suggestion.  Instead of trying to simulate a random permutation of rows with a hash function, just pick a random row r, from among the n  rows of the matrix, and assume that the permutation of rows is r, r +1, r +2,…, n, 1, 2,…,r –1.  Often, this limited selection of random permutations is “random enough.”  However, there are examples of data where the expected similarity of signatures chosen in this way differs significantly from the Jaccard similarity.  Find an example where the expected similarity of signatures, when the average is taken over these n  cyclic permutations differs from the average taken over all n! permuations.

Hint: There is a simple example with two columns (sets), each of which contains only two 1’s (elements).

