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Current architecture


We have a two-tier model: client (megaprogram) and CHAIMS-compliant servers (maybe wrapped). The CORBA-wrapper we have built so far is directly linked to the server it wraps, i.e. we need access to the site and code of the server in order to wrap it.  Heterogeneity concerning distribution protocols is achieved by having several CHAIMS-protocols between megaprogram and wrapped servers. 


The client-code is generated in the following way: a complete CHAIMS megaprogram is first run through the scheduler (under implementation), which acts like a preprocessor and shuffles around some statements. Then it goes through the CHAIMS-compiler, which produces C, C++ or Java code. Then it is compiled by the appropriate C, C++ or Java compiler into object code, and linked together with the stubs.  Then the client can be executed.


Objectives and how they are supported by this architecture


In the following I’m looking at objectives like autonomous megamodules, having wrappers at other sites than the wrapped server, minimal dependencies between megamodule provider and megaprogrammer, the ability to run a megaprogram away from the server sites and nearly everywhere, ability to access existing servers residing in different distribution protocols, optimization of dataflows, and new and sophisticated ways of scheduling invocations at runtime.


In order to wrap a server, we require access to its site and code. This is not very realistic, because the providers simply would not allow it. Also, it does not make much sense to link directly to servers that already offer a CORBA, RMI interface.


The current architecture does not support the idea of having wrappers at another place than the wrapped server:�- We do not have any wrappers for that (having wrappers for that would double the number of wrappers we need).�- It does not make much sense to have n distribution protocols between megaprogram and wrappers, and again a distribution protocol between wrapper and service. It would then be easier just to have one distribution protocol between megaprogram and wrappers, and have the heterogeneity in the distribution protocols between wrappers and servers ( explosion of number of needed wrappers.


Why having native CHAIMS-compliant megamodules for different distribution protocols? I do not see any reason for that, just a lot of work and huge complexity (or as Ron puts it: a random walk through technology).


Dataflow optimization: direct dataflows between megamodules within different distribution protocols is simply not possible. Using bridges for that does not make much sense, because:�- One of the goals of CHAIMS is to overcome heterogeneity by another approach than bridges. If we start using bridges, we could have made life a lot easier by using them also for the communication between megaprogram and megamodules as well.�- The server-sites would have to install all possibly needed bridges.


There is a contradiction between our decision of not overloading the with information e.g. about datatypes repository (we want a minimal repository) , and the fact that the repository needs to store the stub-code for all RMI-megamodules. We want minimal dependencies between megaprogrammer and megamodule provider. Therefore we decided to ask the megamodule for default datablobs (primitive GetParam), and not to store them in the repository. Yet a client using RMI-megamodules needs a copy of the stub-code (object-code!) in order to run! There is no way the CHAIM-compiler can generate that himself (in contrast to the CORBA-stubs). 


Clients cannot run on arbitrary sites. The site must have the ORB for which we generate code installed, it must have JDK1.1 installed, and it must be part of all the DCE-cells in which the DCE megamodules reside. We can hardly fulfill these requirements here - I do not see how a user will be able to fulfill it when he wants to access megamodules residing outside his company or laboratory.�Also: we have to implement a math and IO megamodule for each protocol, otherwise we can only run our system if all protocols are installed. (Reason why RMI-demo will not be able to use IO-module).


The current architecture only allows a very limited scheduling. I would call it a static run-time scheduling. The scheduling is a preprocessing of the code, essentially an adding of estimate and if-statements. This is very complex, very limited, can only be done for certain cases, and is not very satisfying. I assume that the kind of scheduling we want in CHAIMS is a dynamic run-time scheduling, i.e. a scheduling that is really done at run-time by a scheduler-machine. Nobody could tell me so far, how to incorporate that into the current architecture where you generate C-code out of the CHAIMS-megaprogram, and then compile and link and run that fixed, unchangeable, C-code. 


We use the different protocols just for transportation, we do not use any other features. We do not use the protocol specific mechanisms for data-conversion, we use  ASN.1. We also do not use any other ilities these middleware systems offer.


Extracting overview results: though possible, it does not make much sense right now . The user has to write a megaprogram, compile, link and run it in order to get overview results. Then, based on these results, he can again write, compile, link and run  the next version of this program….. and so on until he gets the desired setting. That’s very far away from an interactive communication with megamodules!


Compiler making calls to megamodules: I do not see any way for that with the current architecture.


�Our objectives:


- dynamic scheduling


- simple approach to�   heterogeneity





�                                                The direction we take


The question is: are we heading into the right direction? What is the plan of moving on towards our objectives? Do we build the best foundation for the future research into optimization? 


 All these questions finally culminate in: what are we going to do after the “June”-demo?





Heterogeneity in three-tier architecture


In discussions with Ron, I came upon the following three-tier architecture. Suggestion for a three-tier architecture, see next figure.


Advantages of this architecture:


Simpler and more flexible overall architecture: no more n protocols between megaprogram and wrappers, and several versions of each wrapper template (resulting in n*m needed wrappers). No more n IO-megamodules and  n math-modules.


Simpler client: the client just has to generate code for one single protocol. No complex master-client, no client that must be written in three languages….. When new protocols are added, only a new wrapper must be added, no changes in compiler.


Manageable number of wrappers: just one wrapper template for each protocol.


Availability of TCP/IP: we would take advantage of the fact that TCP/IP gives us all we need (just transportation!), yet is available nearly everywhere.


Easier extendible client: the client just must be able to talk to sockets, but needs not to make RCP-calls and be linked to stubs. ( things like a dynamic scheduler, an interpreter, etc. become feasible. Also having a client that allows interactively getting overview results becomes feasible. Also “compiler” that makes itself calls to megamodules becomes feasible.


Remote wrappers: wrappers can, but need not reside where the wrapped server resides.


Simple repository: the repository must not be overloaded with things like code, and must not be changed for each new protocol or CORBA-variant added.


Consistency: where only transport is needed, a pure transport protocol is used. New native CHAIMS-compliant megamodules are all in one protocol that is everywhere available. 


Flexibility: more flexibility concerning supporting various megamodules, and any weird combinations, without adding as much complexity as in the current architecture.


Dataflow optimization:  becomes feasible.
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Dynamic Scheduler


Right now the CHAIMS compiler acts as a mere translator: it translates CHAIMS code into C/Java code. Its abilities to add additional functionality during this translation process are limited. I assume that for dynamic scheduling as well as for interactively gaining overview results we need a totally different paradigm: an execution machine for which CHAIMS code is only input. Right now, it is the translated CHAIMS code that finally makes any RPC calls. In the new paradigm, it would be the execution machine itself that would make any RPC calls. The CHAIMS program would only act as parameter towards the content of the calls.


When having such an execution machine, I consider it as feasible to have:


dynamic scheduler: execution machine makes a graph of any incoming CHAIMS statements according to their dependencies, and executes whatever is possible or recommended by a cost function, and calls additional estimates where necessary. 


overview results: there is no more the traditional write/save/compile/link/run-cycle. The execution machine rather acts like ftp: the statements can be entered and executed one by one without the execution machine loosing its megamodule ids and invocation handles.


Though if the implementation of such an execution machine is possible as a client of CORBA, DCE, RMI and DCOM has yet to be investigated - at the current point of time I have my doubts but I do not really know. Otherwise I’m pretty sure it would be possible with the alternative architecture.
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Possible transition paths to a new architecture





In case we decide to go towards this new architecture, there are various ways for the transition.


Stop all work on CHAIMS_ONE after the “June”-demo is working (no masterclient, i.e. megamodules using different protocols cannot be mixed). Start building the new architecture, with reusing existing stuff wherever possible and efficient.


“June”-demo like in 1). But add also all necessary changes and enhancements to compiler in order to integrate the simple scheduler of Connan (rather a preprocessor). Get that working and make some tests and examples with differently optimized megaprograms. Then start with the new architecture. No masterclient.


“June”-demo and simple scheduler like in 2). Make also the masterclient (and integrate and update the different compilers and wrappers) so we can run megaprograms using different protocols. Then move on to the new architecture.


Pro’s and Con’s: Somehow it is a pity not really to use our current architecture. Yet in order to really use it for even our most simplest research goals, we still have to put in a lot of work.  And the more work we put into the current infrastructure, the more we will have to throw away (simple scheduler and masterclient will not be of any use in the new architecture). The question also is, which ones of the current inconsistencies, missing pieces etc. (many things have just been implemented somehow, that is also one of the reasons why the integration is so difficult) we really want to fix, if we move to another architecture.�


Building the new architecture can go in three steps:


Keeping the current compiler and enhancing it with the protocol for TCP/IP (if possible - different paradigm for sockets than for RPCs). Implementing the new wrapper. Run it with “old” compiler and new wrapper.


Provide TCP/IP versions of the general CHAIMS megamodules (IO, math).


Implementing the new execution machine.











