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Preface

The increasing amount of information available in today’s world raises the need to
retrieve relevant data efficiently. Unlike text-based retrieval, where keywords are
successfully used to index into documents, content-based image retrieval poses up
front the fundamental questions how to extract useful image features and how to use
them for intuitive retrieval. We present a novel approach to the problem of navigating
through a collection of images for the purpose of image retrieval, which leads to a
new paradigm for image database search. We summarize the appearance of images
by distributions of color or texture features, and we define a metric between any
two such distributions. This metric, which we call the "Earth Mover’s Distance”
(EMD), represents the least amount of work that is needed to rearrange the mass
is one distribution in order to obtain the other. We show that the EMD matches
perceptual dissimilarity better than other dissimilarity measures, and argue that it
has many desirable properties for image retrieval. Using this metric, we employ Multi-
Dimensional Scaling techniques to embed a group of images as points in a two- or
three-dimensional Euclidean space so that their distances reflect image dissimilarities
as well as possible. Such geometric embeddings exhibit the structure in the image
set. at hand, allowing the user to understand better the result of a database query
and to refine the query in a perceptually intuitive way. By iterating this process, the
user can quickly zoom in to the portion of the image space of interest. We also apply

these techniques to other modalities such as mug-shot retrieval.

v
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The last think that we discover in
writing o book is to know what to

put at the beginning.
Pascal (1623-1662)

Chapter 1

Introduction

1.1 Background and Motivation

Recent technological advances in disparate fields of endeavor have combined to make

large databases of digital images accessible. These advances include:
1. Image acquisition devices, such as scanners and digital cameras,
2. Storage units that provide larger capacities for lower costs,

3. Access to enormous numbers of images via the internet, and the rapid growth

of the World-Wide Web where images can be easily added and accessed.

Rummaging through such a large collection of images in search of a particular pic-
ture is unrewarding and time-consuming. Image database retrieval research attempts
to automate parts of the tedious task of retrieving images that are similar to a given
description.

Occasionally, semantic keywords are attached to the images. This can be done
either by manually annotating the images or by automatically extracting the keyword
from the context, for instance, from the the images’ captions. When available, such
keywords greatly assist the search. Practically, often images lack keywords and only

the appearance features of the images can be used. Appearance features are useful
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even when semantic keywords are available because the keywords usually don’t de-
scribe all the information in the image. The caption of a picture of the president
walking in a garden is unlikely to specify the kinds of flowers in the garden, which
may happen to be what the user is looking for.

The question of image similarity!, the core of any retrieval system, is complex
and delicate. The preferred mode of querying an image database is semantic. For
example, we might search for images of children playing in a park. To satisfy such a
query, the system must be able to automatically recognize children and parks in the
images. Unfortunately, even after almost 50 years of computer vision, this level of
image interpretation is still out of the question, and we must make do with similarity
of appearance. More specifically, similarity between images can be defined by image
features such as color, texture, or shape, and on the composition of these features in
an image.

The discrepancy between the semantic query that the user has in mind and the
syntactic features used to describe it makes it hard both for the user to specify
the query, and for the system to return the correct images. Until semantic image
interpretation can be done automatically, image retrieval systems cannot be expected
to find the correct images. Instead, they should strive for a significant reduction in
the number of images that the user needs to consider, and provide tools to view these
images quickly and efficiently. The number of images can be reduced by extracting
perceptually meaningful features and using dissimilarity measures that agree with
perceptual similarity. Displaying the resulting images in an intuitive way can assist
the user to quickly assess the query result.

A query into an image database is often formulated by sketching the desired
feature or by providing an example of a similar image. Yet often we do not know
the precise appearance of the desired image(s). We may want a sunset, but we do
not know if sunsets in the database are on beaches or against a city skyline. When

looking for unknown images, browsing, not query, is the preferred search mode. And

!'While it is more natural to use the term similarity in the context of perception, the measures
discussed in this dissertation actually compute the amount of dissimilarity between images. These
terms are interchangeable as it is trivial to convert between similarities and dissimilarities. We use
both terms according to the context.
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the key requirement for browsing is that similar images are located nearby. Current
retrieval systems list output images in order of increasing distance from the query.
However, as we show in this dissertation, the distances among the returned images

also convey useful information for browsing.

1.2 Previous Work

The increasing availability of digital imagery has created the need for content-based
image retrieval systems, while the development of computation and storage resources
provides the means for implementing them. This led to extensive research that re-
sulted, in less than a decade, into numerous commercial and research-based systems,
including QBIC [62], Virage [3], Photobook [66], Excalibur [26], Chabot [23], and Vi-
sualSEEK [92]. These systems allow the user to formulate queries using combinations
of low-level image features such as color, texture, and shape. The queries are spec-
ified explicitly by providing the desired feature values or implicitly by specifying an
example image. Some systems also use the spatial organization of the image features,
so that similarity is determined not only by the existence of certain features, but
also by their absolute or relative location in the image [40, 3, 95, 92, 18, 11]. Early
systems focused on the search engine (given a query, find the best matches) and did
not use previous queries to understand better what the user was looking for. Recent
systems allow the user to refine the search by indicating the relevance (or irrelevance)

of images in the returned set. This is known as relevance feedback [81, 59, 92].

In [41], the authors provide an in-depth review of content-based image retrieval
systems. They also identify a number of unanswered key research questions, including
the development of more robust and compact image content features and dissimilarity
measures that model perceptual similarity more accurately. We approach these issues
in Chapters 2-6 and the problem of expanding a content-based image search engine

to an intuitive navigation system in Chapters 7 and 8.
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1.3 Overview of the Dissertation

We present a novel framework for computing the distance between images and a
set of tools to visualize parts of the database and browse its content intuitively. In

particular, we address the following questions:

e What features describe the content of an image well?

How to summarize the distribution of these features over an image?

How to measure the dissimilarity between distributions of features?

How can we effectively display the results of a search?

e How can a user browse the images in the database in an intuitive and efficient

way”?

In this thesis, we focus on the overall color and texture content of images as
the main criterion for similarity. The overall distribution of colors within an image
contributes to the mood of the image in an important way and is a useful clue for
the content of an image. Sunny mountain landscapes, sunsets, cities, faces, jungles,
candy, and fire fighter scenes lead to images that have different but characteristic
color distributions. While color is a property of single pixels, texture describes the
appearance of bigger regions in the image. Often, semantically similar objects can be
characterized by similar textures.

Summarizing feature distributions has to do with perceptual significance, invari-
ance, and efficiency. Features should be represented in a way that reflects a human’s
appreciation of similarities and differences. At the same time, the distributions of the
image features should be represented by a collection of data that is small, for effi-
ciency, but rich enough to reproduce the essential information. The issue of relevance
to human perception has been resolved by the choice of appropriate representations.
For color we choose the CIELab color space, and for texture we use Gabor filters.
For both we discuss their relations with perceptual similarity. We summarize the

feature distributions by a small collection of weighted points in feature space where
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the number of points adapts to capture the complexity of the distributions; we call
this set of points a signature.

Defining a dissimilarity measure between two signatures first requires a notion
of distance between the basic features that are aggregated into the signatures. We
call this distance the ground distance. For instance, in the case of color, the ground
distance measures dissimilarity between individual colors. We address the problem of
lifting these distances from individual features to full distributions. In other words,
we want to define a consistent measure of distance, or dissimilarity, between two
distributions in a space endowed with a ground distance. We introduce the Farth
Mowver’s Distance as a useful and flexible metric, thereby addressing the question of
image similarity.

If the pictures in a database can be spatially arranged so that their locations reflect
their differences and similarities, browsing the database by navigating in this space
becomes intuitively meaningful. In fact, the database is now endowed with a metric
structure, and can be explored with a sense of continuity and comprehensiveness.
Parts of the database that have undesired distributions need not be traversed; on
the other hand, interesting regions can be explored with a sense of getting closer or
farther away from the desired distribution of colors. In summary, the user can form a
mental, low-detail picture of the entire database, and a more detailed picture of the

more interesting parts of it.

1.4 Road Map

The rest of the dissertation is organized as follows: Chapter 2 addresses the issue
of summarizing distributions of features and surveys some of the most commonly
used distribution-based dissimilarity measures. In Chapter 3 we introduce the Earth
Mover’s Distance, which we claim is a preferred dissimilarity measure for image re-
trieval, and discuss its properties. In Chapters 4 and 5, respectively, we define color
and texture features and show that, combined with the EMD, they lead to effective
image retrieval. In Chapter 6 we conduct extensive experiments where we compare

the retrieval results, for color and texture, using various dissimilarity measures. The



6 CHAPTER 1. INTRODUCTION

problem of displaying the results of a search in a useful way is approached in Chap-
ter 7. Finally, in Chapter 8 we extend our display technique to a full navigation

system that allows intuitive refinement of a query.



The difference between the right
word and a similar word is the
difference between lightning and a
lightning bug.

Mark Twain (1835-1910)

Chapter 2

Distribution-Based Dissimilarity

Measures

In order for an image retrieval system to find images that are visually similar to the
given query, it should have both a proper representation of the images visual features
and a measure that can determine how similar or dissimilar the different images are
from the query. Assuming that no textual captions or other manual annotations of
the images are given, the features that can be used are descriptions of the image
content, such as color [97, 62, 96, 91, 4], texture [25, 62, 6, 69, 56, 4], and shape
[42, 62, 31, 44]. These features usually vary substantially over an image, both because
of inherent variations in surface appearance and as a result of changes in illumination,
shading, shadowing, foreshortening, etc. Thus, the appearance of a region is better

described by the distribution of features, rather than by individual feature vectors.

Dissimilarity measures, based on empirical estimates of the distributions of fea-
tures, have been developed and used for different tasks in low-level computer vision

including classification [63], image retrieval [28, 97, 71, 80] and segmentation [32, 39].

In this chapter, we first describe different representations for distributions of im-
age features and discuss their advantages and disadvantages. We then survey and

categorize some of the most commonly used dissimilarity measures.

7
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2.1 Representing Distributions of Features

2.1.1 Histograms

A histogram {h;} is a mapping from a set of d-dimensional integer vectors i to the set
of nonnegative reals. These vectors typically represent bins (or their centers) in a fixed
partitioning of the relevant region of the underlying feature space. The associated
reals are a measure of the mass of the distribution that falls into the corresponding
bin. For instance, in a grey-level histogram, d is equal to one, the set of possible grey
values is split into NV intervals, and h; is the number of pixels in an image that have

a grey value in the interval indexed by i (a scalar in this case).

The fixed partitioning of the feature space can be regular, with all bins having the
same size. A major problem of regular histograms is that the number of bins grows
exponentially with the number of dimensions, affecting storage and computational
costs. If the distribution of features of all the images is known a priori, then adaptive
binning can be used, whereby the location and size of the histogram bins are adapted
to the distribution. The binning is induced by a set of prototypes {c;} and the

corresponding Voronoi tessellation. Adaptive histograms are formally defined by
h; = {x : i =argmin||I(x) — cj||}| .
j

Here I(x) denotes the feature vector at image position x, and |-| is the number of
elements in a set. The histogram entry h; corresponds to the number of image pixels
in bin 7. Adaptive histograms usually have one-dimensional index as the ordering of
the bins in space is not well defined. A suitable set of prototypes can be determined

by a vector quantization procedure, e.g. K-means (see [61] for a review).

For images that contain a small amount of information, a finely quantized his-
togram is highly inefficient. On the other hand, for images that contain a large
amount of information, a coarsely quantized histogram would be inadequate. Because
histograms are fixed-size structures, they cannot achieve a good balance between ex-

pressiveness and efficiency.
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2.1.2 Signatures

Unlike histograms, whose bins are defined over the entire database, the clusters in
signatures are defined for each image individually. A signature {s; = (m;, wm,)}
represents a set of feature clusters. Each cluster is represented by its mean (or mode)
m; and the fraction wp,; of pixels that belong to that cluster. The integer subscript
j ranges from one to a value that varies with the complexity of the particular image.
While j is simply an integer, the representative m; is a d-dimensional vector. In
general, the same vector quantization algorithms that are used to compute adaptive
histograms can be used for clustering, as long as they are applied to every image
independently, adapting the number of clusters to the complexity of the individual
images. Simple images have short signatures while complex images have long ones.
An example of a color signature is given in Figure 2.1. Part (a) shows a color image,
and part (b) shows the corresponding clusters in color space. The cluster weights are
reflected in the sizes of the spheres. This is a colorful image so its signature is large.

More examples of color and texture signatures can be found in Chapters 4 and 5.

Figure 2.1: (a) Color image. (b) Its color signature.



10 CHAPTER 2. DISTRIBUTION-BASED DISSIMILARITY MEASURES

A histogram {h;} can be viewed as a signature {s; = (m;, wm;)} in which the
vectors i index a set of clusters defined by a fixed a priori partitioning of the underlying
space. If vector i maps to cluster j, the point m; is the central value in bin i of the
histogram, and w; is equal to h;.

We show in Chapters 4 and 5 that representing the content of an image database
with signatures leads to better query results than with histograms. This is the case
even when the signatures contain, on the average, significantly less information than
the histograms. By “information” here we refer to the minimal number of bits needed

to code the signatures and the histograms.

2.1.3 Other representations

In addition to histograms and signatures, which are based on global or local tessella-
tion of the space into non-overlapping regions, there are other techniques to describe
non-parametric distributions. For example, in kernel density estimation [22], each
data point is replaced by some kernel (Parzen window) and the density estimations is
regarded as the superposition of all these kernels. Representing and comparing kernel
density estimation becomes unwieldy and computationally expensive as the amount

of data and the dimensionality of the feature space becomes large.

2.2 Histogram-Based Dissimilarity Measures

Most of the dissimilarity measures used in image retrieval measure the dissimilarity
between two histograms H = {h;} and K = {k;}. We divide these measures into two
categories. The bin-by-bin dissimilarity measures compare contents of corresponding
histogram bins, that is, they compare h; and k; for all i, but not h; and k; for i # j. The
cross-bin measures also compare non-corresponding bins. Cross-bin distances make
use of the ground distance d;j, defined as the distance between the representative
features for bin i and bin j. Predictably, bin-by-bin measures are more sensitive to

the position of bin boundaries. We start with a few definitions.
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2.2.1 Definitions

Here we define terms that are used with regard to the dissimilarity measures defined

is this chapter.

2.2.1.1 Metric Space

A space A is called a metric space if for any of its two elements x and y, there is a

number p(z,y), called the distance, that satisfies the following properties
e p(x,y) >0 (non-negativity)
e p(x,y)=0if and only if z =y  (identity)
e p(z,y) = p(y,z) (symmetry)

e p(z,2) < p(x,y) + ply,2z) (triangle inequality)

2.2.1.2 Partial Matching

With partial matching, when the total mass of one distribution is smaller than that
of the other, the dissimilarity score is computed only with respect to the most similar
part of the larger distribution. This is a useful property for image retrieval since often
only part of the image or the features are known or are of interest. Partial matches

also provide a way to deal with occlusions and clutter in image retrieval.

2.2.2 Bin-by-bin dissimilarity measures

In this category only pairs of bins in the two histograms that have the same index
are matched. The dissimilarity between two histograms is a combination of all the
pairwise comparisons. A ground distance is used by these measures only implicitly
and in an extreme form: features that fall into the same bin are close enough to
each other to be considered the same, and those that do not are too far apart to be
considered similar. In this sense, bin-by-bin measures imply a binary ground distance

with a threshold depending on bin size.
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2.2.2.1 Minkowski-form distance

The Minkowski-form distance is defined based on the L, norm as

L/p
dp,(H,K) = (ZV“ —ki|”> :

The L, distance is often used for computing dissimilarity between color images [97].
Other common usages are Ly and Lo, (e.g. for texture dissimilarity [102]). In [96]
it was shown that for image retrieval the L; distance results in many false negatives

because neighboring bins are not considered.

2.2.2.2 Histogram intersection

Histogram intersection [97] is defined by

Z. min(hi, kl)
dr(H,K)=1—- =—"—7——.
ﬁ( Y ) Zi ki

It is attractive because of its ability to handle partial matches when the area of one
histogram (the sum over all the bins) is smaller than that of the other. It is shown in
[97] that when the areas of the two histograms are equal, the histogram intersection

is equivalent to the (normalized) L; distance.

2.2.2.3 Kullback-Leibler divergence and Jeffrey divergence

The Kullback-Leibler (K-L) divergence [50] is defined as:
dxr(H,K) = hilo hs
KL\, 2. g ki

From an information theoretic point of view, the K-L divergence measures how ineffi-
cient on average it would be to code one histogram using the other as the code-book
[13]. However, the K-L divergence is non-symmetric and is sensitive to histogram
binning. The empirically derived Jeffrey divergence is a modification of the K-L di-

vergence that is numerically stable, symmetric and robust with respect to noise and
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the size of histogram bins [71]. It is defined as:

hi ks
d](H,K) = Z (hllogE—FkllOgE) y

hitk;
7 -

where m; =

2.2.2.4 ? statistics

The x? statistics is defined as

(hi — my)?
do(H, K) = 3

where again m; = hi;rki. This quantity measures how unlikely it is that one distribu-

tion was drawn from the population represented by the other.

2.2.2.5 Drawbacks of bin-by-bin dissimilarity measures

These dissimilarity definitions are appropriate in different areas. For example, the
Kullback-Leibler divergence is justified by information theory and the y? statistics
by statistics. However, these measures do not necessarily match perceptual similarity
well. Their major drawback is that they account only for the correspondence between
bins with the same index, and do not use information across bins. This problem
is illustrated in Figure 2.2(a) which shows two pairs of one-dimensional gray scale
histograms. Although the two histograms on the left are the same except for a shift
by one bin, the L; distance (as a representative of bin-by-bin dissimilarity measures)
between them is larger than the L; distance between the two histograms on the right,
in contrast to perceptual dissimilarity. This can be fixed by using correspondences
between bins in the two histograms and the ground distance between them as shown
in part (b) of the figure.

Another drawback of bin-by-bin dissimilarity measures is their sensitivity to bin
size. A binning that is too coarse will not have sufficient discriminative power, while

a binning that is too fine might place similar features in different bins that will not be
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Figure 2.2: An example where the L; distance does not match perceptual dissimilar-
ity. (a) Assuming that histograms have unit mass dr, (hy,k;) = 2, dp, (hy, ko) = 1.
(b) Perceptual dissimilarity is based on correspondence between bins in the two his-
tograms.

matched. On the other hand, cross-bin dissimilarity measures, described next, always

yield better results when the bins get smaller.

2.2.3 Cross-bin dissimilarity measures

When a ground distance that matches perceptual dissimilarity is available for sin-
gle features, incorporating this information results in perceptually more meaningful

dissimilarity measures for distributions of features.

2.2.3.1 Quadratic-form distance

da(H,K) = /(h —~k)TA(h — k) ,
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« i

Figure 2.3: An examples where the quadratic-form distance does not match percep-
tual dissimilarity. (a) Assuming that histograms have unit mass d4(h, ki) = 0.1429,
da(hs, ks) = 0.0893. (b) Perceptual dissimilarity is based on correspondence between
bins in the two histograms

where h and k are vectors that list all the entries in H and K. This distance was
suggested for color-based retrieval in [62].

Cross-bin information is incorporated via a similarity matrix A = [a;;] where a;;
denotes similarity between bins 7 and j. Here ¢ and j are sequential (scalar) indices
into the bins.

For our experiments, we followed the recommendation in [62] and used a;; =
1 —d;j/dmaes where d;; is the ground distance between the feature descriptors of bins ¢
and j of the histogram, and d,,,, = max;; d;;. Although in general the quadratic-form
distance is not a metric, it can be shown that with this choice of A it is indeed a
metric.

The quadratic-form distance does not enforce a one-to-one correspondence be-
tween mass elements in the two histograms: The same mass in a given bin of the first

histogram is simultaneously made to correspond to masses contained in different bins
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of the other histogram. This is illustrated in Figure 2.3(a), where the quadratic-form
distance between the two histograms on the left is larger than the distance between
the two histograms on the right. Again, this is clearly at odds with perceptual dis-
similarity. The desired distance here should be based on the correspondences shown

in part (b) of the figure.

Similar conclusions were obtained in [96], where it was shown that using the
quadratic-form distance in image retrieval results in false positives, because it tends
to overestimate the mutual similarity of color distributions without a pronounced

mode.

2.2.3.2 One-dimensional match distance

dy(H,K) =" |hi — kil (2.1)

where h; = > j<ihj is the cumulative histogram of {h;}, and similarly for {£;}.

The match distance [87, 105] between two one-dimensional histograms is defined
as the L; distance between their corresponding cumulative histograms. For one-
dimensional histograms with equal areas, this distance is a special case of the EMD,
which we present in Chapter 3, with the important differences that the match distance
cannot handle partial matches or other ground distances. The one-dimensional match
distance does not extend to higher dimensions because the relation j <iis not a total
ordering in more than one dimension, and the resulting arbitrariness causes problems.
The match distance is extended in [105] for multi-dimensional histograms by using
graph matching algorithms. This extension is similar in spirit to the EMD, which
can be seen as a generalization of the match distance. In the rest of this chapter,
the term “match distance” refers only to the one-dimensional case, for which analytic

formulation is available.
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2.2.3.3 Kolmogorov-Smirnov statistics

~ ~

Again, h; and k; are cumulative histograms.

The Kolmogorov-Smirnov statistics is a common statistical measure for unbinned
distributions. Although, for consistency, we use here cumulative histograms, the
Kolmogorov-Smirnov statistics is defined on the cumulative distributions so that no
binning is required and it can be applied to continues data. In the case of the
null hypothesis (data sets drawn from the same distribution) the distribution of the
Kolmogorov-Smirnov statistics can be calculated, thus giving the significance of the

result [16]. Similarly to the match distance, it is defined only for one dimension.

2.2.4 Parameter-based dissimilarity measures

These methods first compute a small set of parameters from the histograms, either
explicitly or implicitly, and then compare these parameters. For instance, the distance
between distributions is computed in [96] as the sum of the weighted distances of the
distributions’ first three moments. In [18], only the peaks of color histograms are
used for color image retrieval. In [53], textures are compared based on measures of
their periodicity, directionality, and randomness, while in [56] texture distances are
defined by comparing their means and standard deviations in a weighted-L; sense.
Additional dissimilarity measures for image retrieval are evaluated and compared in
[92, 71].

2.2.5 Properties

Table 2.1 compares the main properties of the different measures presented in Sec-
tions 2.2.3 and 2.2.2. For comparison, we include the EMD, which is defined in
Chapter 3.

The Kolmogorov-Smirnov statistics and the match distance are defined only for

one-dimensional distributions. Thus, they cannot be used for color and texture.
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| [Z, [HI [KS[KL[JD] x” [ QF [MD[EMD]

Symmetric + | -+ -1+ |+ + T +
Triangle inequality + -+ - - -+ (D)
Exploits ground distance - -+ ] - - - + + +
Signatures - - - - - - - - +
Multiple dimensions + |+ | - + |+ |+ | + - +
Partial matches - + - - - - - - +

Computational complexity || low | low | low | low | low | low | high | low | high

Table 2.1: Properties of the different dissimilarity measures: Minkowski-form (L),
histogram intersection (HI), Kolmogorov-Smirnov (KS), Kullback-Leibler (KL), Jef-
frey divergence (JD), x*-statistics (x?), quadratic form (QF), match distance (MD),
and the Earth Mover’s Distance (EMD). (1) The triangle inequality only holds for
specific ground distances.

Metric dissimilarity measures enable more efficient indexing algorithms for image
databases, as the triangle inequality entails lower bounds that can be exploited to
substantially alleviate the computational burden. The triangle inequality does not
hold for the histogram intersection, Kolmogorov-Smirnov, Jeffrey divergence, and x2-
statistics. The quadratic form is metric only for some ground distances (see [35]),
while the EMD is metric only when the ground distance is metric and if the two
signatures have the same total weight. All the evaluated measures are symmetric

except for the histogram intersection and the Kullback-Leibler divergence.

A useful property for image retrieval is the ability to handle partial matches. Only

the histogram intersection and the EMD directly allow partial matches.

Computational complexity is another important consideration. The computa-
tional complexity of the quadratic form and the EMD are the highest among the
evaluated measures. There are good approximations for the quadratic form that can
be computed efficiently [62]. Computing the EMD for large histograms is infeasible
for an online image retrieval system, as for every dissimilarity calculation a linear
optimization is necessary. However, as we show in Chapters 4 and 5, by using signa-
tures instead of histograms, good results are achieved by the EMD even with small

signatures and, consequently, less computation.
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2.3 Summary

In this chapter we presented methods for the representation of distributions of image
features, with histograms being the most common method for image retrieval. We
also surveyed and compared histogram-based dissimilarity measures.

Histograms are inflexible: they cannot achieve a good balance between expres-
siveness and efficiency. Signatures, on the other hand, adjust to the specific images.
Unfortunately, most dissimilarity measures cannot be applied to signatures. In the
next chapter we present the Earth Mover’s Distance, which is designed for signatures,

and show that it has many desirable properties for image retrieval.



The great God endows his children
variously. To some He gives

intellect— and they move the earth

Mary Roberts Rinehart (1876-1958)

Chapter 3

The Earth Mover’s Distance

A ground distance between single visual image features can often be found by psy-
chophysical experiments. For example, perceptual color spaces have been devised
in which the Euclidean distance between two colors approximately matches the hu-
man perception of their difference. Measuring perceptual distance becomes more
complicated when sets of features, rather than single features, are being compared.
In Section 2.2 we showed the problems caused by dissimilarity measures that do not
handle correspondences between different bins in the two histograms. Such correspon-
dences are key to a perceptually natural definition of the distances between sets of
features. This observation led to distance measures based on bipartite graph match-
ing [65, 108], defined as the minimum cost of matching elements between the two
histograms.

In [65] the distance between two gray scale images is computed as follows: every
pixel is represented by n “pebbles” where n is an integer representing the gray level
of that pixel. After normalizing the two images to have the same number of pebbles,
the distance between them is computed as the minimum cost of matching the pebbles
between the two images. The cost of matching two single pebbles is based on their
distance in the image plane. In this section we take a similar approach and derive
the Earth Mover’s Distance! (EMD) as a useful metric between signatures for image

retrieval in different feature spaces.

!The name was suggested by Stolfi [94].

20
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The main difference between the two approaches is that we solve the transporta-
tion problem which finds the optimal match between two distributions where variable-
sized pieces of “mass” are allowed to be moved together, in contrast to the matching
problem where unit elements of fixed size are matched individually. This distinction
significantly increases efficiency, due to the more compact representation as a result
of clustering pixels in the feature space. The implementation is fast enough for on-
line image retrieval systems. In addition, as we will show, our formulation allows
for partial matches, which are important for image retrieval applications. Finally,
instead of computing image distances based on the cost of moving pixels in the image
space, where the ground distance is perceptually meaningless, we compute distances
in feature spaces, where the ground distances can be perceptually better defined.

Intuitively, given two distributions, one can be seen as piles of earth in feature
space, the other as a collection of holes in that same space. The EMD measures
the least amount of work needed to fill the holes with earth. Here, a unit of work
corresponds to transporting a unit of earth by a unit of ground distance.

Computing the EMD is based on a solution to the well-known transportation
problem [38], also known as the Monge-Kantorovich mass transference problem, which

goes back to 1781 when it was first introduced by Monge [60] in the following way:

Split two equally large volumes into infinitely small particles and then
associate them with each other so that the sum of products of these paths
of the particles to a volume is least. Along what paths must the particles

be transported and what is the smallest transportation cost?

See [72] for an excellent survey of the history of the Monge-Kantorovich mass transfer-
ence problem. This distance was first introduced to the computer vision community
by [105].

Suppose that several suppliers, each with a known amount of goods, are required to
supply several consumers, each with a known capacity. For each supplier-consumer
pair, the cost of transporting a single unit of goods is given. The transportation
problem is, then, to find a least-expensive flow of goods from the suppliers to the

consumers that satisfies the consumers’ demand. Signature matching can be naturally
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cast as a transportation problem by defining one signature as the supplier and the
other as the consumer, and by setting the cost for a supplier-consumer pair to equal
the ground distance between an element in the first signature and an element in
the second. Intuitively, the solution is the minimum amount of “work” required to
transform one signature into the other. In the following we will refer to the supplies

as “mass.”

In Section 3.1 we formally define the EMD. We discuss its properties in Sec-
tion 3.2 and specify computational issues, including lower bounds, in Section 3.3. In
Section 3.4 we describe a saturated ground distance and claim better agreement with
psychophysics than simpler distance measures. Finally, in Section 3.5 we mention

some extensions to the EMD.

3.1 Definition

The EMD is based on the following linear programming problem: Let P = {(p1, wp, ),
oy (Pm,wp,,)} be the first signature with m clusters, where p; is the cluster rep-
resentative and wp, is the weight of the cluster; @ = {(qi,wq,), -, (An, Wq,)} the
second signature with n clusters; and D = [d;;] the ground distance matrix where

d;; = d(p;, q;) is the ground distance between clusters p; and qj;.

We want to find a flow F = [f;;], with f;; the flow between p,; and q;, that

minimizes the overall cost

WORK(P,Q,F) = sz(pi,q]')fij ,

i=1 j=1
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subject to the following constraints:

fii = 0, 1<i<m,1<j<n, (3.1)
j=1
Zfij < wy; 1<j<n, (3.3)
=1

> i = min(zwpmzwqj)- (3.4)

i=1 j=1

Constraint (3.1) allows moving “supplies” from P to ) and not vice versa. Con-
straint (3.2) limits the amount of supplies that can be sent by the clusters in P to
their weights. Constraint (3.3) limits the clusters in @) to receive no more supplies
than their weights; and Constraint (3.4) forces the maximum amount of supplies
possible to be moved. We call this amount the total flow. Once the transportation
problem is solved, and we have found the optimal flow F, the Earth Mover’s Distance
is defined as the resulting work normalized by the total flow:

EMD(P, Q) = > 22:1 d(pi, qj) fi ,

2?;1 Z?:l fij

The normalization factor is the total weight of the smaller signature, because of
Constraint (3.4). This factor is needed when the two signatures have different to-
tal weights, in order to avoid favoring smaller signatures. An example of a two-
dimensional EMD is shown in Figure 3.1. In general, the ground distance can be any
distance and will be chosen according to the problem at hand. Further discussion of

the ground distance is given in Section 3.4.

3.2 Properties

The EMD naturally extends the notion of a distance between single elements to that

of a distance between sets, or distributions, of elements. The advantages of the EMD
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Figure 3.1: The Earth Mover’s Distance in two dimensions between a signature with
three points (black discs) and a signature with two points (white discs). The bold
numbers attached to the discs are the weights of the points and the italic numbers
on the arrows are the weights moved between the points. The sides of the grid cells
are one unit long, and the resulting EMD is 2.675.

over previous distribution distance mesures should now be apparent:

1. The EMD applies to signatures, which subsume histograms as shown in Sec-
tion 2.1. The greater compactness and flexibility of signatures is in itself an
advantage, and having a distance measure that can handle these variable-size

structures is important.

2. The cost of moving “earth” reflects the notion of nearness properly, without the
quantization problems of most current measures. Even for histograms, in fact,

items from neighboring bins now contribute similar costs, as appropriate.

3. The EMD allows for partial matches in a natural way. This is important,
for instance, in order to deal with occlusions and clutter in image retrieval

applications, and when matching only parts of an image.

4. If the ground distance is a metric and the total weights of two signatures are

equal, the EMD is a true metric, which endows image spaces with a metric
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structure. Metric dissimilarity measures allow for efficient data structures and

search algorithms [8, 10].
We now prove the final statement.

Theorem 3.1 If two signatures, P and (), have equal weights and the ground distance
d(pi, qj) is metric for all p; in P and q; in Q, then EMD(P, Q) is also metric.

Proof: To prove that a distance measure is metric, we must prove the following:
positive definiteness (EMD(P,Q) > 0 and EMD(P,Q) = 0 iff P = @), symme-
try (EMD(P, Q) = EMD(Q, P)), and the triangle inequality (for any signature R,
EMD(P, Q) < EMD(P, R) + EMD(R, Q)).

Positive definiteness and symmetry hold trivially in all cases, so we only need to
prove that the triangle inequality holds. Without loss of generality we assume here
that the total sum of the flows is 1. Let {f;;} be the optimal flow from P to R and
{gjx} be the optimal flow from R to (). Consider the flow P — R +— Q. We now
show how to construct a feasible flow from P to () that represents no more work than
that of moving mass optimally from P to () through R. Since the EMD is the least
possible amount of feasible work, this construction proves the triangle inequality.

The largest weight that moves as one unit from p; to r; and from r; to q; defines
a flow which we call b;j, where ¢, j and k correspond to p;, r; and q respectively.
Clearly Y, bijr = fi;, the flow from P to R, and ). b;jx = g;i, the flow from R to Q.
We define

ik £ Z bijk
J

to be a flow from p; to qx. This flow is a feasible one because it satisfies the con-
straints (3.1)-(3.4) in Section 3.1. Constraint (3.1) holds, since b;j; > 0 by construc-
tion. Constraints (3.2) and (3.3) hold because

D hiw =Y b= fij=uwp,,
k 3k J
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and
E hi = E biji = E Jjk = Wq, ,
i 1] J

and constraint (3.4) holds because the signatures have equal weights. Since EMD(P, Q)

is the minimal flow from P to (), and h;; is some legal flow from P to @),
EMD(P,Q) < Zhikd(pia ar)
ik

= Z bijed(Pi; ax)

i,5,k
< Z bijrd(pi, rj) + Z bijkd(r;, di) (because d(,-) is metric)
i,k 07,k

= > fudirs) + Y gid(r;, qr)
i ik

— EMD(P,R) + EMf)(R, Q).

3.3 Computation

It is important that the EMD be computed efficiently, especially if it is used for image
retrieval systems where a quick response is essential. Fortunately, efficient algorithms
for the transportation problem are available. We used the transportation-simplex
method [37], a streamlined simplex algorithm [17] that exploits the special structure
of the transportation problem. We would like signature P (with m clusters) and
signature ) (with n clusters) to have equal weights. If the original weights are not
equal, we add a slack cluster to the smaller signature and set to zero the associated
costs of moving its mass. This gives the appropriate “don’t care” behavior. It is easy
to see that for signatures with equal weights, the inequality signs in Constraints 3.2
and 3.3 can be replaced by equality signs. This makes Constraint 3.4 redundant. The

resulting linear program has now mn variables (the flow components f;;) and m +n
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constraints. With the regular simplex method this would result in a tableau with
mn rows and m + n columns. Exploiting the special structure of the transportation
problem, the tableau can be compacted into the following table with only m + 1 rows

and n + 1 columns:

fll et fln wp1
fml Tt fmn wpm
Wq, -+ Wq,

This table is much more efficient to create and maintain than the original tableau,
which never has to be computed. In addition, the computation needed in the simplex
optimization iterations is significantly reduced with the use of the transportation
table.

A property of the transportation problem is that a feasible solution always exists
and is easy to compute. A good initial basic feasible solution can drastically decrease

the number of iterations needed. We compute the initial basic feasible solution by
Russell’s method [82].

The computational complexity of the transportation-simplex is based on the sim-
plex algorithm, which has an exponential worst case [46]. However, the performance
is much better in practice, because of the special structure in our case and the good
initial solution. We empirically measure the time-performance of our EMD imple-
mentation by generating random signatures that range in size from 1 to 500. For
each size we generate 100 pairs of random signatures and record the average CPU
time for computing the EMD between them. The results are shown in Figure 3.2.
This experiment was done on a SGI Indigo 2 with a 195MHz CPU.

Other methods that efficiently solve the transportation problem include interior-
point algorithms [45], which have polynomial time complexity. By formalizing the
transportation problem as the uncapacitated minimum cost network flow problem [2],

it can be solved in our bipartite graph case in O(n*logn), where n is the number of
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clusters in the signatures?. This is consistent with the empirical running times of our

algorithm, as can be inferred from Figure 3.2.

100

10 ~ : 4

0.001 - . n

CPU time in seconds
o
o
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T
|

0.00011- =

1 10 100 1000
Signature Size

Figure 3.2: A log-log plot of the average computation time for random signatures as
a function of signature size.

A computational advantage of signatures over histograms is that distributions
defined in high-dimensional feature spaces can be matched more efficiently. This is
because the only computational factor is the number of significant clusters in the
distributions and not the dimension of the underlying space, although sometimes the
two correlate. The EMD is also insensitive to the clustering algorithm that is used
to find the significant clusters. If a cluster is split into smaller fragments, the EMD

will consider them as similar as long as the distance between the fragments is small.

While the EMD works very well on signatures, it should not, in general, be applied
to histograms. When the histograms are coarse, the bins are large, and the centers of
neighboring bins cannot be considered as being close to each other, which causes the
EMD to lose its main advantage of looking at cross-bin dissimilarities. On the other

hand, computing the EMD on fine histograms can be too slow.

2This bound assumes that the two signatures have the same size, and that the precision of the
calculations is fixed and can be considered as a constant.



3.3. COMPUTATION 29

3.3.1 One-Dimensional EMD

When the feature space is one-dimensional, and the ground distance is the Euclidean
distance, and the two signatures have equal weight, the EMD can be computed fast
without having to solve a linear optimization problem, as in the multi-dimensional
case. In fact, the minimum cost distance between two one-dimensional distributions

f(t) and g¢(t) is known to be the L; distance between the cumulative distribution

functions [105, 12]
/_00 ‘/_ f(t)dt—/_w g(t)dt‘dx. (3.5)

When the distributions are represented by histograms, Equation (3.5) is the match
distance described in Chapter 2. When representing the distributions by signatures,
the distance can be computed as follows: Let P = {(p1,wp,), -, (Pm,wp,,)} and

Q= {(q1,wg),---,(qn,wy,)} be two one-dimensional signatures.
Theorem 3.2 If the following conditions hold:

1. the feature space is one-dimensional,

2. the ground distance is d(p;, q;) = |pi — g,

3. the total weights of the two signatures are equal,

then
m+n—1
EMD(P,Q) = Y |pr — il (ress — ra)
k=1

where 11,79, ..., Tmin 1S the sorted list p1, D2y ... s Dmy @1, Q2y - - - 5 G, and

m n

ﬁ]f = Z[pz S Tk?]wpi (jk = Z[q] S rk]wqj )
=1 7j=1

where [-] is 1 when its argument is true, and 0 otherwise.
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Proof: The signatures P and () can be written as the following one-dimensional

continuous distribution functions:
n
pr pi) q(t) = qujé(t_‘li) ;
=1
where ¢ is the Dirac delta function. Using Equation (3.5) we get

EMD(P, Q) = ‘ / vt — [ ooyt o

For t < ry and for ¢ > r,,,, we have p(t) = ¢(t) = 0 so we can write

Tm4n T T
EMD(P,Q) — / / p(t)dt — / o(t)dt| da
"m+n
= / / Ezwpz t—pldt—/ qu ;)dt| dx
T1
Tm+n xT
= / prl/ 5(t —pi dt—qu/ §(t — q;)dt| dx .
T1 -

We can write the interval [ry, r,,1,] as [r1—€, ro—€|U[ra —€, r3—€]U...U[rmin1—
€, Tman—€U[Tmin—€ Tmin]—[r1—€, r1). The integrands in the following expression

are the same for all the subintervals, so for simplicity, we specify it only once:

m+n—1 m

EMD(P,Q) = Z /k+ Ezwpl/_x (t — p; dt—qu/ o(t — g;)dt
L

The innermost integrals are equal to 1 only when p; < = (or ¢; < x) and 0 otherwise.

dz




3.3. COMPUTATION 31

This occurs only for the subintervals that contain r, where p; <7 (or g; < ry), so

EMD(P,Q) = mil / A Zm:w,,i[ qu] <1yl da
.MM
Sl
We now set € — 0:
EMD(P,Q) = miI/rkH pr pi <] — qu] < 1]l dx
mtn—1

Tk+1
= Z / [Pk — Gkl dv
-
m+n—1

= D 1Pk — Gl (e — 1) -

k=1

3.3.2 Lower Bound

Retrieval speed can be increased if lower bounds to the EMD can be computed at
a low expense. These bounds can significantly reduce the number of EMDs that
actually need to be computed by prefiltering the database and ignoring images that
are too far from the query. An easy-to-compute lower bound for the EMD between
signatures with equal total weights is the distance between their centers of mass, as

long as the ground distance is induced by a norm.

Theorem 3.3 Given signatures P and (), let p; and q; be the coordinates of cluster

1 1n the first signature, and cluster j in the second signature respectively. Then if

pri = qug' 3 (3.6)
i=1 j=1
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then
EMD(P,Q) > ||P - Q] ,

where || -|| is the norm that induces the ground distance, and P and Q are the centers

of mass of P and @) respectively:

p= D et WpiPi 0= Z?:I Wq; d;
D e Wp, > -1 Wy

Proof: Using the notation of equations (3.1)-(3.4),

ZZd(piaqj)fij = ZZHPi—%Hfij

i=1 j=1 i=1 j=1
= Y3 lfaei—a)l (= 0)
i=1 j=1
z szij(l)z' - Qj)
i=1 j=1

= zm; (jz:fij>pi —jzn;(gfz‘j)qj

m n
= E :wpipi - E :wq]‘qj
i=1 =1

Dividing both sides by 37", >°% | fi;:

Doy E}Ll d(pi, ;) [ N D g WpPi — Z?:I Wq; d;
2?;1 Z?:l fij B 27;1 Z?:l fij

EMD(P,Q) > %%%w“m——%éﬁw%%‘ (using (3.4) and (3.6))

i=1 Wp;

EMD(P,Q) > [[P-Q].
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Using this lower bound in our color-based image retrieval system significantly
reduced the number of EMD computations.

If the system is asked to return the n best matches, it checks all the images in the
database, one at a time, and computes the lower bound distance between the image
and the query. The EMD needs to be computed only if the lower bound distance is
smaller than the distances between the n best matches so far and the query. Figure
3.3 shows the average number of EMD computations per query as a function of the
number of images retrieved. This graph was generated by averaging over 200 random
queries on an image database with 20,000 images using the color-based image retrieval
system described in Chapter 4. The fewer images that are returned by a query, the
smaller the lower bound distance has to be in order to compute the EMD, and the
fewer EMDs that need to be computed due to our lower bound. This bound guarantees

that no image is missed as a result of the saving in computation.

20,000

10,000~ b

5,000 - b

Number of EMDs

2,500 B

1,250 : : b

1 1 1 1

1 2 20 200 2,000 20,000
Number of retrieved images

Figure 3.3: Log-log plot of the number of EMDs as a function of the number of images
retrieved. The database contains 20,000 images.

The lower bound defined in Theorem (3.3) holds only when the two signatures
have equal weights and cannot be used for partial matching. In [12] two types of lower
bounds are developed for the case of unequal weights: centroid-based and projection-
based lower bounds. For completeness, we summarize here the main results.

The CBOX (Centroid bounding BOX) lower bound is an extension of the equal-

weight centroid lower bound (Theorem (3.3)). Without loss of generality, assume
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that wp > wq, where wp = 7" wy, and wg = Y77 wq;. An optimal feasible
flow matches an amount wg of the total weight of the heavier distribution P. If
C(P,wq) is the locus of all centroids of sub-distributions of P of total weight wg,
then the minimum distance from the centroid of @ to C'(P,wq) is a lower bound on
EMD(P, Q). The same statement holds with a bounding box B(P,wq) of C(P,wq)
in place of C(P,wq). The idea is to pre-compute (i.e. not at query time) a set
of bounding boxes B(P,wq) for wg = 5%, 10%, 15%, ... ,100% of the weight of P.
When a query ) with smaller weight comes in, the appropriate bounding box is
chosen and the distance from the centroid of () to this bounding box is computed

(this is a constant time computation with respect to the number of points in P and

Q).

The projection-based lower bounds are used when the ground distance is Euclidean.
These bounds work with the projections of distributions onto lines through the ori-
gin. The Euclidean distance between two points is at least the distance between their
projections onto a line through the origin, so the EMD between the projected distri-
butions is a lower bound on the EMD between the original distributions (the weights
in the projected distribution are the same as the weights in the original distribution).
In the equal-weight case, computing the EMD between distributions along the line
can be done much faster than in the general case. Since it follows from FeaSiBiLity
conditions, the authors call this the FSBL lower bound.

The same technique, described in Section 3.3.1 for computing the EMD in one
dimension, is modified to compute a lower bound on the EMD in one dimension
between unequal-weight distributions. The idea is to record how much mass must
flow over certain intervals if all the mass in the lighter distribution is to be matched.

The projection-based lower bounds proposed in [12] are:

PMAXpgpL (P, Q) = maxFSBL(proj,(P), proj,(Q))
PAMAXpgpr,(P,@) = maxFSBL(proj,(P), proj,(Q))

eck

PASUMpgRL(P, Q) = %ZFSBL(proje(P),proje(Q)).

ecE
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Here proj,(P) stands for the one-dimensional distribution which is the projection of
P onto the line through the origin in direction v. V' is a set of random directions, E is
the set of feature space axes, and D is the dimension of the feature space. This lower
bounds are named by different kinds of projections: Projection MAXimum (PMAX),
Projection Axes MAXimum (PAMAX), and Projection Axes SUM (PASUM).

The hope with the projection-based bounds is that one could quickly tell that
two distributions are very different by looking at one-dimensional projections, which
are fast to compute using the results of Theorem (3.2). These often work well in
cases when the CBOX lower bound does not (i.e. when one cannot tell the difference

between distributions by looking at their averages).

More details on and experiments with these bounds can be found in [12].

3.4 More on the Ground Distance

In Section 2.2 we claimed that correspondences between two distributions are essential
to match perceptual similarity. The EMD indeed finds the best correspondences that
minimize the total transportation cost; however, some of these correspondences might
be between features that are far apart in the feature space, and therefore have large
ground distances. This can have a big impact on the total cost, so that a few, very
different, features can have a big effect on the distance between otherwise similar

distributions.

Modifying the ground distance so that it saturates to some value limits the effect

far features have on the EMD. An example of such a ground distance is
d(p;, qj) = 1 — e P9 (3.7)

where d(p;, q;) is the non-saturated ground distance between clusters p; and q;. The
solid line in Figure 3.4 shows d as a function of d (in units of @~'). The value for
« should be chosen specifically for the feature space at hand so that it distinguishes

between “close” and “far” distances in the feature space. In this thesis, we use
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Equation (3.7) as our ground distance, with

1
o' =d(0,-0),
2
where 0 is the zero vector, @ = [oy...0p]? is a vector of standard deviations of

the components of the features in each dimension from the overall distribution of all
images in the database, and D is the dimensionality of the feature space. Assuming
that the distribution of the features is unimodal, « is a measure of the spread of the
distribution. The bigger the spread, the larger the distances are, in general.

The saturated ground distance, ci(pi, q,), agrees with results from psychophysics.
In [89] it is argued that the similarity between stimuli of any type can be expressed
as generalization data by ¢(d(S;, S;)), where d is a perceptual distance between two
stimuli, and ¢ is a generalization function such as g(d) = exp(—d"). This is equivalent
to our dissimilarity measure which can be expressed in term of the similarity g(d) by
1 —g(d), with 7 = 1.

1

0.8

0.6

0.4

0.2

Figure 3.4: The saturated ground distances d (solid line), and d (dotted line) as a
function of the ground distance d;; = d(p;,q;). We assume that max; ;d;; = 3.

Theorem 3.4 If the non-saturated ground distance, d(-,-), is metric, then ci(, )) s
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also metric.

Proof: Positive definiteness and symmetry clearly hold because a > 0. We now
prove that the triangle inequality holds, too. Given that d(p,q) + d(q,r) > d(p,r),

and using positive definiteness, we can write

~ ~

0 < d(p,q)d(q,r)
= (1 — efad(p,q)) (1 _ e*ad(q,r))

| — ¢m0dPa) _ gmad(@r) 4 o-aldp.a)td(ar)

1 — edPa) _ —ad(qr) 4 —ad(pr)
(1 _ efad(p,q)) + (1 _ e*ad(q,r)) _ (1 _ e*ad(p,r))

d(p,q) + d(q,r) — d(p,1) ,

VAN

and hence, d(p,q) + d(q,r) > d(p,T). n
Corollary 3.1 The resulting EMD is metric for signatures of equal weights.

Although metric, d is not induced by a norm, and therefore the lower bound
defined in Section 3.3.2 is not valid for the EMD that uses d as its ground distance.
We denote this EMD by EMD. However, a valid lower bound can be defined using
an EMD that uses the following ground distance:

~

~ max; ; d(p;, q;)
d 3 i) = ] Y d
(p 7q]) maxi,j d(p“q])

(Pi,(lj) .

We denote the resulting EMD by EMD. This ground distance is a scaled Euclidean

distance and therefore it is induced by a norm.

Theorem 3.5

max; ; Ci(Pi, Qj)

EMD(P,Q) > EMD(P, Q) >
( ) ( ) max; ; d(p;, q;)

1P =QIl-

Proof: The first part, Eﬂ/?D(P, Q) > EK/IT)(P, @), holds because cz(pi, q;) is convex,
and therefore J(pi, q;) > ci(pz-, q,) for all possible ¢ and j, as shown in Figure 3.4.
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The second part, lﬁ\\/[T)(P, Q) > WHP — @], results directly from the lower

max; ;j d(pi,q;)

bound defined in Section 3.3.2. [ |

3.5 Extensions

A few extensions were developed for the EMD [11]. For completeness we now describe

these extensions.

3.5.1 The Partial EMD (EMD")

The partial EMD forces only some given fraction 0 < v < 1 of the weight of the lighter
distribution to be matched. The constraint (3.4) for the usual EMD is replaced by

m n m n
szw = 7min(zwpmzwq]‘) )

i=1 j=1 i=1 j=1
and the minimum work is normalized by ymin(} 2, wp,, > 7, wq;). The partial

EMD makes the EMD robust to a fraction 1 — + missing data/outliers.

3.5.2 The Restricted EMD (7-EMD)

The 7-EMD measures the minimum fraction of mass that cannot be matched when
flows are restricted to at most 7 ground distance units. The extreme values are
7-EMD = 0 when all the mass can be matched, and 7-EMD = 1 when none of the

mass can be matched. The definition is

maxr Y, fi;[d(pi, q;) < 7]

mln(zgl wpia Z?:l wqj)

EMD(P,Q) =1 —

Here [d(pi,q;) < 7] equals 1 if d(p;, q;) < 7 and 0 otherwise. The numerator measures
the maximum amount of mass that can be matched. The set of feasible flows over
which the optimization is computed is the same as for the regular EMD.

The 7-EMD tells what percentage of the features matches well (if 7 is set low),

instead of averaging all features, including the bad matches (with correspondences
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over large distances).

3.6 Summary

The Earth Mover’s Distance is a general and flexible metric and has desirable prop-
erties for image retrieval. It allows for partial matches, and it can be applied to
variable-length representations of distributions. Lower bounds are readily available
for it, and it can be computed efficiently when the signatures are not too large. The
EMD works better when applied to signatures, than to global histograms. Histograms
with few bins invalidate the ground distances, while EMDs on histograms with many
bins are slow to compute. Because of the advantages of the EMD, we believe that the
EMD can be of use both for understanding vision problems related to distributions,
as exemplified in the next two chapters with color and texture, and as a fundamental

element of image retrieval systems.



One should absorb the color of life,
but one should never remember its

detail.
Oscar Wilde (1854-1900)

Chapter 4
Color-Based Image Similarity

Color plays an important role in content-based image retrieval. In this chapter we
define color features in an appropriate, perceptually uniform color space, where color
distributions describe the contents of entire images. Summarizing these distributions
by color signatures and using the Earth Mover’s Distance leads to a powerful color-
based retrieval paradigm. Combining the color information of the pixels, with their
positions in the image leads to a distance measure where not only the color contents

matters but also the layout of the color in the image.

4.1 Color Features

Human color perception is based on the incidence of visible light (with wavelengths in
the range of 400 nm to 700 nm) upon the retina. Since there are three types of color
photoreceptor cone cells in the retina, each with a different spectral response curve, all
colors can be completely described by three numbers, corresponding to the outputs of
the cone cells. In 1931, the Commission Internationale de I'Eclairage (CIE) adopted
standard curves for the color photoreceptor cone cells of a hypothetical standard
observer, and defined the CIE XY7Z tristimulus values, where all visible colors can be

represented using only positive values of X, Y and Z.

40
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4.1.1 Color Spaces

Color spaces are used to specify, create and visualize color information. While the
CIE XYZ space describes all the colors we can perceive, other color spaces are subsets
of this space and represent fewer colors than we can see. For instance, the RGB color
space, as used by television displays, can be visualized as a cube with red, green and
blue axes. Different applications have different needs which can be handled better
using different color spaces. Many color spaces have been developed including the

following (see [106] for more information):

RGB (Red-Green-Blue) An additive color system, based on adding the three pri-
mary colors. RGB is commonly used by CRT displays where proportions of
excitation of red, green and blue emitting phosphors produce colors when visu-

ally fused.

CMY(K) (Cyan-Magenta-Yellow(-Black)) A subtractive color system commonly
used in printing. The black component is redundant and is used for technical

reasons such as improving the appearance of the black color and reducing costs.

HSL (Hue-Saturation-Lightness) and HSB (Hue-Saturation-Brightness) In-
tuitive spaces that allows users to specify colors easily. Separating the luminance

component has advantages in certain image processing applications.

YIQ, YUV, YCbCr Used for different standards of television transmission (NTSC,
PAL, and digital TV respectively).

Opponent Colors Used for modeling color perception. It is based on the fact that
for color perception, some pairs of hues cannot coexist in a single color sensation

(e.g. red and green) [103].

4.1.2 Perceptually Uniform Color Spaces

For an image retrieval system, it is important to be able to measure differences be-

tween colors in a way that matches perceptual similarity as well as possible. This
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task is simplified by the use of perceptually uniform color spaces. A color space is
perceptually uniform if a small perturbation of a color will produce the same change
in perception anywhere in the color space. In 1976, the CIE standardized two per-
ceptually uniform color spaces (since no single system could be agreed upon), L*u*v*
(CIELuv) and L*a*b* (CIELab). The L* component defines the luminance, and the
two other components (u*, v* and a*, b*) define the chrominance. Both spaces are de-
fined with respect to the CIE XYZ color space, using a reference white [X,, Y, Z,]".
Following ITU-R Recommendation BT.709, we use Dgs as the reference white so that
(X, Y, Z,] =[0.9504511.088754] (see [70]). In practice, most images are represented

in the RGB color space. The conversions between RGB and CIE-XYZ are linear:

X 0.412453 0.357580 0.180423 R
Y | = 0.212671 0.715160 0.072169 G
A 0.019334 0.119193 0.950227 B

and

R 3.240479 —1.537150 —0.498535 X
G | = | —0.969256  1.875992  0.041556 Y
B 0.055648 —0.204043  1.057311 A

For both the CIELuv and CIELab, the Euclidean distance is used to compute the
distance between (close) colors. In the following we give the transformations from
CIE XYZ:

The luminance is defined similarly for both spaces,

Lo [ e (Y/Y)Y* =16 if Y/Y, > 0.008856
903.3(Y/Y,) otherwise

while the chrominances are defined differently for CIELuv and for CIELab.
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4.1.2.1 CIELuv

w* = 13L*(u' —ul),
v* = 13L*(v' =),

where
. 4X
Y X +15Y +32°
oo 9y
X +15Y +32°

and u! and v} have the same definitions for ' and v" but are computed using X,
Y,, and Z,.

4.1.2.2 CIELab

a* = 500(f(X/X,)— f(Y/Y.) ,
v* o= 200(f(Y/Y,) - f(Z)Z)) ,

where

f(t) = t1/® if Y/, > 0.008856 ,
7.787t +16/116 otherwise .

4.1.2.3 Spatial Extension

So far, we assumed that the perception of a single color is independent of colors
that surround it. Is general, once the visual angle of a region in a color image gets
smaller than 2 degrees, this assumption does not hold. To account for the spatial
effect of color perception the S-CIELab [107] was developed as a spatial extension to
the CIELab color space. A color image is first transformed into the opponent-colors
space. Each of the three component images is convolved with a kernel whose shape

is determined by the visual spatial sensitivity in that color band. Finally, the filtered
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representation is transformed to CIELab.

We found that using CIELab for color-based image retrieval results in better
agreement, with color perception than when using RGB. This is because RGB is not
perceptually uniform, so that small perceptual differences between some pairs of colors

are equivalent to larger perceptual differences in other pairs.

4.2 Color Signatures

To compute the color signature of a image, we first smooth each band of the image’s
RGB representation slightly to reduce possible color quantization and dithering arti-
facts. We then transform the image into S-CIELab. At this point each image can be
conceived as a distribution of points in CIELab, where a point corresponds to a pixel
in the image. We coalesce this distribution into clusters of similar colors (25 units in
any of the L* a*,b* axes). Because of the large number of images to be processed in
typical database applications, clustering must be performed efficiently. To this end,
we devised a novel two-stage algorithm based on a k-d tree [5]. In the first phase,
approximate clusters are found by excessive subdivisions of the space into rectangular
blocks, splitting each block in turn in the middle of its longest dimension, and stop-
ping when all sides of the blocks become smaller than a minimum allowed cluster size
(12.5 units). Since, because of our simple splitting rule, clusters might be split over
a few blocks, we use a second phase to recombine them. This is done by performing
the same clustering procedure using the cluster centroids from the first phase, after
shifting the space coordinates by one-half the minimum block size (6.25 units). Each
new cluster contributes a pair (p,wp) to the signature representation of the image,
where p is the mean of the cluster, and wy is the fraction of image pixels in that
cluster. At this point, for compactness, we remove clusters with insignificant weights
(less than 0.1%). In our database of 20,000 color images from the Corel Stock Photo
Library, the average signature has 8.8 clusters. An example of a color signature is
given in Figure 4.1. Part (b) shows the color signature of the image in part (a). In
part (c), the image was rendered using only the colors from the signature. We can

see that, in this example, the color information is well retained.
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Figure 4.1: An example of a color signature. (a) Original image. (b) Color signature.
(c) Rendering the image using the signature colors.

4.3 Color-Based Image Retrieval

After the color signatures are computed for all the images in the database, it is possible
to retrieve the most similar images to a given query. In our system, color-based query

is based on a color signature that is the result of one of three basic types of queries:

1. The signature describes the content of an entire image (query-by-ezample). The
image can be part of the database or come from other sources. The total
weight of the signature, in this case, is the same as for the other signatures in

the database.

2. The users describe the colors they are looking for either explicitly, by specifying
desired colors and their amounts, or implicitly, by drawing a sketch (query-by-
sketch) from which a signature is inferred. Now the total weight of the query’s
signature can be less than for the other signatures in the database, resulting in
a partial query. The weight difference can match any color and is referred to as

“don’t care.”
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3. The signature is generated by the system as a result of some user action. In
Chapter 8 we describe a navigation scheme where the signatures are generated

automatically.

Once the query is represented by a color signature, the retrieval system returns the
images in the database whose signatures have minimum distance from the query.

To compute the distance between color signatures, we use the Earth Mover’s
Distance, with the Euclidean distance as a natural choice of ground distance. We
performed our color-based image retrieval on a collection of 20,000 color images.
Figures 4.2 and 4.3 show examples of color-based image retrieval. In the first three
examples, the color content of an image was used as the query, while in the last
example a partial query was used: The user looked for flowers and specified the query:
“Find images with 20% pink, 40% green, and the rest can be any color.” The results
is these examples are good because there is a high correlation between the semantic
queries and the colors used to describe them. A more systematic evaluation of the
EMD for color-based retrieval and a comparison with other dissimilarity measures are
given in Chapter 6.

Color information is usually not sufficient for semantic image retrieval. When the
query cannot be well described in terms of color, there is a discrepancy between the
semantic query and the syntactic features (color), and the query is bound to fail. An
example is given in Figure 4.4 where an image of a woman was given as the query.
Here the system responded with an image of a skunk as the best match. Although
the color contents of the two images are very similar, they are obviously very different

semantically.

4.4 Joint Distribution of Color and Position

In many cases, global color distributions that ignore the positions of the colors in the
image are not sufficient for good retrieval. For example, consider the following two
color images: In the first, there are blue skies above a green field, while in the other
there is a blue lake below green plants. Although the color distributions might be very

similar, the positions of the colors in the image are very different and may have to be
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1) 0.0 2) 0.9 3)2.1 4)2.4 5) 4.0
135028.jpg 135030.jpg 135068.jpg 135056.jpg 135020.jpg
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6) 4.2 7)45 8) 5.0 9)5.1 10) 5.2
135074.jpg 135055.jpg 135049.jpg 135027.jpg 135067.jpg

()

1)0.0 T | 3 Y Y "5) 4.5
107060.jpg 30032.jpg

649 7) 4.9 8) 49 950 ~ 10)52

107006.jpg 107080.jpg 107004.jpg 112007.jpg 107039.jpg
(b)

Figure 4.2: Examples of color-based image retrieval. The first image was used as
the query. (a) Searching for eagles. (b) Searching for elephants. Using only color,
elephants and hippopotamuses are very similar.
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Figure 4.3: More examples. (a) Searching for horses. (b) Searching for flowers using
a partial query, shown at the top.
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5)7.8
181033.jpg 123033.jpg 109017.jpg 110057.jpg 109006.jpg

Figure 4.4: A bad example. This is due to the discrepancy between the semantic
query (“beautiful woman”) and the syntactic features (the color content).

taken into account by the query. This can be achieved by modifying the color distance
in Section 4.3 as follows: Instead of using the three-dimensional CIELab color space,
we use a five-dimensional space whose first three dimensions are the CIELab color
space, and the other two are the (x,y) position of each pixel. We normalize the image
coordinates for different image sizes and aspect ratios and use the same clustering
algorithm as before. The average signature size in our 20,000 image database is now

18.5.

The ground distance is now defined as

N

[(AL)* + (Aa)” + (AD)* + A ((Az)* + (Ay)?)]

The parameter A defines the importance of the color positions relative to the color
values. Figure 4.5 shows the effect of position information. Part (a) shows the best
matches to the query shown on the left which specifies 20% green at the top of the
image, 20% blue at the bottom, and 60% “don’t care” everywhere else. The typical
returned images contain blue water at the bottom and green plants at the top. In
part (b) the positions of the blue and green are exchanged. Now the returned images
show blue skies on top of green fields.

Another example is shown in Figure 4.6 where the leftmost image of a skier was
used as the query. A can be found experimentally, or by using the method in [93].
Part (a) shows the 6 best matches when position information was ignored (A = 0).

Part (b) uses position information (A = 0.5). Exact color matches are somewhat
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3) 28.72 4) 29.09
100095.jpg 83015.jpg
(a)

1) 27.70
136098.jpg

2) 28.07
159089.jpg

153018.jpg

3) 22.56 4)23.71 5) 24.09
28090.jpg 88066.jpg 24087.jpg
(b)

1) 21.64
38071.jpg

2)22.15
18077.jpg

Figure 4.5: Using position information (the queries are on the left). (a) 20% green at
the top and 20% blue at the bottom. (b) 20% blue at the top and 20% green at the
bottom.

compromised in order to get more similar positional layouts.

4.5 Summary

In this chapter we showed that by carefully choosing a color space together with a
perceptual appropriate ground distance, the EMD is a good measure for dissimilarity
between color images. We showed retrieval examples over a 20,000-image database,
using query-by-example and partial queries. We also presented an extension that in
addition to the color information itself, also uses the absolute position of the colors
in the images. In the next chapter we present measures for texture-based image

similarity, using similar tools to those used in this chapter.
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1) 0.00 2)9.23 3)9.44 2)1084 | 51084 |  6)1092
61095.jpg | 61041.jpg | 47171.jpg 60062.jpg 60010.jpg 111061 jpg

(a)

1) 0.00 2) 15.19 3) 16.28 4)16.79 5) 17.19 6) 17.73
61095.jpg | 60022.jpg | 60010.jpg | 60064.jpg | 61041.jpg | 60016.jpg

(b)

Figure 4.6: Using the leftmost image of a skier as the query. The six best matches
without position information (a) and with position information (b).



The imagination is of so delicate a

texture that even words wound it.
Hazlitt (1778-1830)

Chapter 5
Texture-Based Image Similarity

Although the notion of visual texture seems, at first, to be familiar and intuitive, there
is no definition of texture that is universally accepted. Texture usually refers to a
repetition of a perceptually similar pattern over an image region, such that the region
is perceived as homogeneous by a human observer. Often, for structural textures (in
contrast to statistical ones) such a pattern is referred to as the “texton”. A pattern
and its repetition can often be represented well by a spectral decomposition of the
texture which captures the amount of repetition in different scales and in different
orientations. In this chapter we use Gabor filters to represent texture. We develop
two classes of dissimilarity measures: for homogeneous textures and for images that
contain many textures, such as natural images. Finally, we present a preprocessing

method to enhance the description of the texture content of images.

5.1 Texture Features

While color is a purely pixel-wise property of images, texture involves a notion of
spatial extent: a single point has no texture. To account for spatial neighborhoods,
a texture is commonly computed by the projection of the image intensity function
onto an appropriate basis of functions. This is referred to as a spectral decomposition,
because each of the different basis functions is usually concentrated in a different area

of the two-dimensional spatial frequency domain. In such a representation, a texture is

52
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represented by a vector of values, each corresponding to the energy in a specified scale
and orientation subband. Spectral decomposition methods include using quadrature
filters [47], Gabor filters [7, 25, 6, 56], oriented derivatives of a Gaussian [67, 36|, and

the cortex transform [104].

Gabor filters [30] have been shown to give good results in comparison to other
texture decompositions [57]. There is strong evidence that simple cells in the primary
visual cortex can be modeled by Gabor functions tuned to detect different orientations
and scales on a log-polar grid [20]. We therefore chose to employ such a set of Gabor

functions to characterize texture.

5.1.1 Gabor Filters

Gabor filters can be seen as two-dimensional wavelets [19]. When applied on an image

I, the discretization of a two-dimensional wavelet is given by
Winipg = / / I(z,y)m (x — pAz,y — qAy) dzdy

where Ax, Ay is the spatial sampling rectangle (we use Az = Ay = 1), p, ¢ are image
position, and m and [ specify the scale and orientation of the wavelet respectively,
withm=0,... , M —1and [ =0,...,L — 1. The notation

T/sz(fv, y) - aimw(iia g) ) (51)
where

T = a ™(xrcosh+ysinb),

a”™(—xsinf + ycosh) ,

<
Il

denotes a dilation of the mother wavelet ¢ (xz,y) by a=™ (a is the scale parameter),

and a rotation by 6 = [Af, where Af = 27/L is the orientation sampling period.
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Real part Imaginary part

Figure 5.1: The components of ¢ (z,y).

Y (z,y) is defined so that all the wavelet filters have the same energy:

[[ Wt wPaady = [ [ 1a ™o 5)Pazay
S/ T O e )
= [[1a vt pRanda;
~ /[ Wt ppasds. (5.2

which is obviously independent of the choice of m and |.

We use this family of wavelets as our filter bank with the following Gabor function

as the mother wavelet:

P(r,y) = ! exp <—1 <x + %)) exp(i2nWz) .

2
2moL0y 2 \o; y

The constant W determines the frequency bandwidth of the filters. We use W = 0.5,
which corresponds to a half-amplitude bandwidth of 1 octave and is consistent with
neurophysiological findings [52]. The real and imaginary parts of ¢ (z,y) are shown

in Figure 5.1.

A Gabor function is essentially a two-dimensional Gaussian modulated with a com-
plex exponential; therefore its frequency domain representation is a two-dimensional

Gaussian with appropriate displacement along the u-axis, where we use (u, v) to index
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the frequency domain

\Il(u, U) _ 6—27r2(a§u2+a§v2) 5 5(u _ W)
= exp(—27%(0%(u—W)* +0.0%))

() e

u v

~!and 0, = (270,)"'. We use #x to represent two-dimensional

where o, = (2m0,)
convolution.
Filters with the same energy, as in Equation (5.2), are desirable for many applica-
tions and are commonly used for texture analysis. However, they are undesirable for
computing the texture dissimilarity of natural images. It was shown that in natural
images the amplitude spectrum typically falls off as the reciprocal of frequency [27],
which results in smaller responses for high frequency Gabor filters. This can be fixed

m

by removing the factor ¢~ (which corresponds to 1/frequency) from Equation (5.1),

resulting in

,J)ml(xvy) = ¢(jag) )

and our two-dimensional wavelet becomes

Wmlpq = // I(x, y)i/;ml (x — pAzx,y — qAy) dxdy .

For natural images, similar average amounts of energy will now be captured by all

filters in all scales, providing a normalized feature space.

5.1.2 Filter Bank Design

We now design a bank of Gabor filters that tile the frequency space so that an image
texture will be well represented by the set of individual filter responses. Our design

strategy follows similar principles as in [6, 54]:

1. Uniform separation in orientation. Assuming rotational symmetry, all filters

in a specific scale should have the same angular standard deviation (o,) and
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should be equally spaced in the orientation axis.

2. Exponential separation in scale. The widths of the filters should increase ex-
ponentially with distance from the center of the (u,v)-plane. This follows our
intuitive notion of scale (a difference of one scale refers to multiplication by the

scale parameter).

3. Continuous coverage of the frequency space. We design the filters such that the
half-width contours of two neighboring filters touch each other both in the scale

and in the orientation axes.

Let U; and Uj, be the lowest and highest frequencies of interest, such that the coarsest-
scale filter and the finest-scale filter are centered in the frequency domain at distances
U, and U}, from the origin, respectively. If M is the number of scales, the filter centers,

Gm, are spaced in exponentially increasing distances:
Gm = a""U, m=20,1,2,... M —1.

The scale parameter a is defined by the constraint U, = a™~1U;:

The standard deviations of the Gabor filters, o, and o,, which are used in Equa-

tion 5.3, are

a—1 Uh
a+1y2n2’

— tan (2) 2 — o
v = or) Vama ~ v

as derived in Appendix A. For our system we use U, = 0.3 and U; = 0.04 (the

Oy —

upper bound for the spatial frequency is 0.5, which is the Nyquist frequency for an
image that is sampled at every pixel). Figure 5.2 shows the location and width of the

resulting Gabor filters, using four scales and six orientations.



5.1. TEXTURE FEATURES S7

0.4 b

0.351 4

0.3 b

0.25 b

0.2+ B

0.15F b

0.11- b

0.05 b

-0.3 -0.2 -0.1 0 0.1 0.2 0.3 0.4

Figure 5.2: The half-amplitude of Gabor filters in the frequency domain using four
scales and six orientations. Here we use U, = 0.3 and U; = 0.04.

Applying the Gabor filter bank to an image results for every image pixel (p, ¢) in
a M by L array of responses to the filter bank. We retain only the magnitudes of the

responses:
Foipg = Winipg] m=0,... M—1 1=0,...,L—1.

as the magnitudes encode the energy content and are independent of position within

a texture.

This array of numbers is our texture feature. Figure 5.3 shows two examples of
texture features using five scales and eight orientations. Darker squares represent
stronger responses. The top texture has one dominant orientation in a fine scale,
while the bottom texture has three dominant orientations is a coarser scale. The
magnitude of each texture’s discrete Fourier transform (DFT) is shown in the middle

column of the figure.
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123456 7 8
orientations

scales
O b w N e

12345678
orientations

scales
oA W N R

Figure 5.3: Texture features. Left: Patches from fabric (top) and tile (bottom)
textures. Middle: DFT magnitude. Right: Texture features; the horizontal and
vertical axes correspond to orientations and scale respectively.

5.2 Homogeneous Textures

In this section we present dissimilarity measures that compute distances between
homogeneous textures. Homogeneity allows us to assume that all of the texture
features are similar; therefore, we can represent textures by the mean of the texture

descriptors over the entire texture. We use the energies of the Gabor filter responses:

Z:D,q r T%llpq

Eml =
5 .
Zm,l,p,q lepq

The denominator normalizes E,,;, so that ), E,,, = 1. This normalization enhances
texture content and reduces the effects of illumination and contrast. With this texture
representation, the texture space can be seen as a unit hypersphere in a M-by-L

dimensional space and a specific texture as a unit vector in that space.

The notion of texture dissimilarity varies with the task at hand. While for texture
classification one may want the dissimilarity to be invariant to rotations of the texture
and perhaps also to changes in scale, for texture segmentation these invariants may

be inappropriate. In this section we show how to use the EMD to define a family of
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distances between textures. We define three distances: a distance with no invariance,

a rotation-invariant distance and a distance with both rotation and scale invariance.

The homogeneous texture signature in all the distances defined in this section is
the texture vector E = { £} itself, where every entry E,,;; corresponds to a cluster in
the two-dimensional, log-polar space, positioned at (m,[) with the value of E,,, being
the weight of the cluster. Since for the computation of the EMD the two signatures
do not have to be of the same size, the signatures can be compacted by removing
clusters with zero or very small weights, which have very small influence on the result
of the EMD. This significantly reduces the size of the EMD problem which can be
computed much faster. In practice, most of the bins for most textures can be pruned
with negligible change in the EMD.

5.2.1 No Invariance

We can use the EMD as a distance measure between two homogeneous texture signa-
tures. To this end, we define our ground distance to be the L;-distance in log-polar
space (similar results were obtained with the Euclidean distance). Since log-polar
space is cylindrical, we have two possible distances between a pair of points. We de-
fine the ground distance to be the shorter of the two distances. The ground distance

between the points (mq,[;) and (me,(y) is therefore:
d((ma,ly), (ma,l2)) = |Al| + a|Am| , (5.4)
where
Am=my —my , Al=min(|l; — |, L— | —]) .

The parameter o controls the relative importance of scale versus orientation. We used
«a = 1 with good results. Other choices of a: can result from applications or from psy-
chophysical experiments. Our ground distance is metric (see proof in Section 5.2.4),

and therefore the defined EMD is metric as well, as shown in Section 3.2.
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5.2.2 Rotation Invariance

In our log-polar array, rotation is equivalent to a cyclic shift along the orientation
axis. Although inefficient, we can achieve rotation invariance by an exhaustive search
for the minimal distance over all possible shifts in orientation. An algorithm that can
avoid this exhaustive search was developed in [11], based on an EM (Expectation-
Maximization) type optimization that is used to compute the EMD under transfor-
mations. This algorithm can significantly reduce the computation times to compute
the rotation-invariant distance and the rotation- and scale-invariant distance defined
later.

Let E; and E; be two homogeneous texture signatures. An EMD that is invariant

to texture rotation is

EMD(E;,E;) = min EMD(E,, E,,1),

1s=0,...,L—1

where EMD(E;, Es, [5) is the EMD with orientation shift /;. The ground distance in
Equation (5.4) uses the same Am but

Al =min( |l; =l +1; (mod L)|,L—|l; —la+1; (mod L)|).

5.2.3 Rotation and Scale Invariance

Scale invariance can be obtained in a similar manner. In the log-polar array, scale
invariance can be seen as invariance to shifts in the scale axis. An EMD that is

invariant to both rotation and scale is

where EMD(Eq, Ey, [, m;) is the EMD with orientation shift [, and scale shift m.

The ground distance is similar to the rotation-invariant case with

Am =my; — my +my .
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5.2.4 Proving that the Distances are Metric

Here we prove that all distances defined in this section for homogeneous textures
are indeed metric. Nonnegativity and symmetry hold trivially in all cases, so we
only need to prove that the triangle inequality holds. In Section 3.2 it is proven
that if the ground distance is metric, the EMD is metric, so to prove that the non-
invariant distance is metric, we need to show that the ground distance (L; in our
case) we use in the cylindrical log-polar space is metric. The projection of two points
A and C on the cylinder onto its circular base divides it into two circular arcs (in the
degenerate case one arc can be a point). The projection of a third point B can be
in only one of these two arcs. Now the cylinder can be unfolded into a rectangle by
a vertical cut anywhere through the other arc. Since in this two-dimensional plane
d(A,C) < d(A, B) + d(B, (), the triangle inequality holds also on the cylinder (the
other possible distance from A to C' through the cut is chosen only if it makes d(A, C)
shorter). Therefore, our ground distance is metric on a cylinder.

To prove that the EMD is metric in the rotation- and scale-invariant cases, we
notice that in log-polar space, rotation and scale shifts are reduced to translations
(assuming that the ground distance takes care of the cyclic cylinder axis), and we
now prove the following stronger theorem:

Denote the translation-invariant EMD between signatures P and @) by
EMD(P,Q, Trq) = Z fijd(pi,a; — Tpq) ,
]
where f;; and Tpq are the flow and translation that minimize the sum.

Theorem 5.1 If signatures P and () have equal weight then EMD(P, Q), Tpg) is met-

Tric.

Proof: Let EMD(P, R, Tpgr) and EMD(R, @, Trg) be the translation-invariant EMD
between signatures P and R, and between signatures R and @) respectively. We need

to prove that

EMD(P, Q,Tprg) < EMD(P, R,Tpr) + EMD(R, Q, Trg) -
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Without loss of generality, we assume that the total sum of the flows is 1. Consider
the flow P — R+ (). The largest unit of weight that moves together from P to R
and from R to () defines a flow which we call b;;, where ¢, j and £ correspond to p;,

r; and g, respectively. Clearly Y, byx, = fij and >, byjr, = gir,. We define
A
hie =) bijr
J
which is a legal flow from ¢ to £ since
Zhik = Zbijk = Zgjk = Wy,
i Y] J
and
D hik =D b =D fiy = wp
k gk J

Since EMD(P, Q, Tpg) is the minimal flow from P to @), and h;, is some legal flow
from P to (@,

EMD(P,Q,Tpq) < Y hud (pi,ak — (Trr + Trq))

ik
= Y biwd (pir gk — (Trr + Trq))
i,5,k
< Z bijed(pisTj — Trr) +
ik

Z bijed (r; — Trr, g — (Tpr + Tro))

ik

= Y bikd(piri — Ter) + Y bigrd(rj, ax — Tre)
ik ik

= Z fijd(pi,r; — Tpr) + Zgjkd(rja @ — Tro)
i ik

= EMD(P,R,Tpr) + EMD(R, Q, Trq) -
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(14)

(15) (16)

Figure 5.4: 16 homogeneous textures

5.2.5 Examples

In this section we show examples of the various distances we defined for homogeneous
textures, using a Gabor filter bank with five scales and eight orientations.

We use the 16 texture patches shown in Figure 5.4, with the first 13 textures from
the VisTex texture collection from the MIT Media Lab!. The distance matrices with
distances between all pairs of texture patches are shown in tables 5.1-5.3 for the non-
invariant, rotation-invariant, and rotation- and scale-invariant distances respectively.
The relative distances clearly match human perception. For example, similar textures,
such as the pairs {(1), (2)} and {(8),(9)}, result in small distances. Textures that
are similar up to rotation, such as the pair {(4), (5)}, are far when no invariance
is applied, and close when the rotation-invariant version is used. Similarly, textures
that differ in scale, such as the pairs {(10), (11)} and {(12), (13)}, and textures that
differ both by scale and orientation such as the pair {(14), (15)}, are close only when

the rotation- and scale-invariant version is being used.

!The VisTex texture collection can be obtained from
http://www-white.media.mit.edu/vismod/imagery/VisionTexture/vistex.html
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0.00

0.39 0.00

295 297 0.00

1.82 1.96 2.35 0.00

1.84 1.75 4.06 1.67 0.00

1.07 1.14 2.08 2.77 2.89 0.00

1.94 1.78 255 3.35 3.22 0.99 0.00

1.10 0.92 2.26 2.84 2.65 0.39 1.07 0.00

1.14 0.80 2.23 2.68 2.47 0.52 1.11 0.23 0.00

1.00 0.74 3.07 2.70 2.24 1.11 1.74 0.90 0.89 0.00

202 1.71 279 3.69 3.17 1.15 1.18 0.91 0.97 1.01 0.00

094 1.07 3.38 1.57 1.68 191 288 1.86 1.76 1.55 2.56 0.00

231 2.07 238 3.17 3.60 1.39 1.34 1.32 1.27 2.03 1.17 2.29 0.00

3.84 3.86 0.80 3.23 4.92 286 2.62 3.05 3.11 3.95 3.17 4.22 2.13 0.00
219 2.04 466 3.34 2.27 257 287 237 231 148 231 255 3.45 5.50 0.00
1.51 148 196 296 3.17 0.76 1.19 0.76 0.82 1.55 0.93 2.32 0.88 2.41 3.08 0.00
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Table 5.1: Distance matrix of the textures in Figure 5.4.

1 2 3 4 ) 6 7 8 9 10 11 12 13 14 15 16
0.00
0.23 0.00
2.61 2.38 0.00
1.40 1.46 1.80 0.00
1.60 1.66 2.27 0.54 0.00
1.07 093 1.69 2.25 245 0.00
1.94 1.78 1.89 2.77 3.00 0.99 0.00
1.08 0.92 1.67 2.27 247 0.28 1.07 0.00
099 0.80 1.64 2.21 241 0.27 1.07 0.18 0.00
101093 0.74 1.70 1.38 1.62 0.96 1.64 0.90 0.89 0.00
111193 1.71 1.17 221 253 095 1.13 091 0.97 1.01 0.00
1210.80 0.94 3.19 153 1.54 1.67 2.13 182 1.73 1.51 2.56 0.00
1312.04 188 2.11 3.11 3.33 1.14 0.84 1.10 1.16 1.80 0.96 2.29 0.00
1413.50 3.27 0.80 2.68 3.14 248 1.97 2.47 253 258 1.58 4.04 1.86 0.00
1512.10 2.04 1.06 1.19 1.60 2.35 2.87 2.37 2.31 148 231 2.48 3.24 1.56 0.00
16151 144 193 296 3.17 0.70 1.06 0.69 0.72 1.53 0.90 2.19 0.82 241 3.07 0.00

00~ O Uk Wi

NeJ

Table 5.2: Distance matrix of the textures in Figure 5.4 with rotation invariance.

5.3 Non-Homogeneous Textures

Although summarizing the texture content of an image by a single texture descriptor
leads to good distance measures between homogeneous textures, most of the informa-
tion contained in the distribution of the texture features over the image is ignored.

The texture content of an image entails a distribution of texture features, even if the
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1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16

1{0.00

210.23 0.00
31198 1.91 0.00
41140 1.46 0.94 0.00
51139 1.33 0.92 0.54 0.00
61055 0.54 1.69 1.62 1.50 0.00
71127 1.22 1.89 1.76 1.83 0.97 0.00
810.53 0.50 1.67 1.62 1.46 0.28 1.07 0.00

NeJ

10
11
12
13
14
15
16

0.50 0.48 1.64 1.54 143 0.27 1.01 0.18 0.00

093 0.74 1.33 0.89 0.90 0.96 1.27 0.90 0.89 0.00

1.18 1.01 1.17 097 1.02 0.95 1.13 091 0.97 0.35 0.00

0.80 0.94 2.08 1.53 1.54 092 0.83 1.04 094 1.02 0.96 0.00

090 096 195 1.69 1.63 091 0.84 0.83 0.77 1.12 0.96 0.41 0.00

244 238 049 1.34 142 2.14 197 2.11 2.05 191 1.58 2.24 1.86 0.00

210 2.04 0.26 1.10 1.06 197 219 196 196 148 1.39 2.22 222 0.45 0.00
087 0.84 193 1.8 1.79 0.70 1.06 0.69 0.72 0.99 0.90 0.74 0.82 2.41 2.21 0.00

Table 5.3: Distance matrix of the textures in Figure 5.4 with rotation and scale
invariance.

image contains only one homogeneous texture. This distribution accounts for four

sources of variation in the filter responses:

1. The size of the basic texture element (“texton”) is often larger than the support

of at least the finest scale Gabor filters. This causes a variation in the filter
responses even within textures that a human would perceive as homogeneous
in the image. To address this variation, many texture analysis methods (for
instance, [1, 101, 55]) integrate filter responses over areas that are larger than

the largest filter support.

Texture regions that a human would perceive as being homogeneous in the world
can produce inhomogeneous regions in the image because of foreshortening and
variations in illumination. This spreads the distribution in texture space and

increases its variability.

Textures exhibit spatial variation even in the world. For instance, most natu-
ral textures are regular only in a statistical sense, so filter responses will vary

regardless of viewing conditions.
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4. Images with multiple textures result in a combination of the distributions of

their constituent textures.

5.3.1 Texture Signatures

Because of these sources of variation, a single image can produce nearly as many
texture vectors as it has pixels. To represent the full distribution of image texture
in a compact way, we first find dominant clusters in the M - L dimensional texture
space, where M and L are again the number of scales and orientations, respectively,
in our texture representation.

We use a K-means clustering algorithm [33], where the number of clusters, K,
is predefined. For simple images, such as those of homogeneous textures, a small
number of clusters suffices, while complex ones, such as images containing multiple
textures, needs a larger number of cluster to reliably represent the distribution in
texture space.

While this is a simple and fast algorithm, so that large number of images can
be processed quickly, it is conceivable that more sophisticated clustering algorithms
that adjust the number of clusters to the image complexity (e.g., the clustering done
in [4]) can further improve our texture similarity methods. A variable number of
clusters is desirable since the EMD can be applied to signatures of different sizes.
The effect of the number of clusters is demonstrated in Figure 5.5 that shows the
pixels’ assignments to clusters for a natural image using the clustering algorithm
with 4, 8, and 16 clusters. Clearly, as the number of clusters increases, more subtle
differences are captured. For example, when only four clusters are used, one cluster is
used to represent horizontal stripes, and one to represent vertical stripes. Increasing
the number of clusters to sixteen, results in separate clusters for different scales of
horizontal and vertical stripes. Notice also that variation in the grass texture only
starting to get captured with sixteen clusters. As we show in Section 5.3.4, for natural
images we use 32 clusters. In Section 5.4 we show that an appropriate preprocessing
of the images can reduce the number of clusters needed.

The resulting set of cluster centers, together with the fractional cluster weights,
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- —-
16-cluster assignment

8-cluster assignment

Figure 5.5: Mapping of image pixels to their nearest texture cluster, differentiated by
color.

is the texrture signature of the image. An example of a texture signature is shown in
Figure 5.6. Part (a) shows an homogeneous texture. Part (b) shows its average texture
feature which is used for the homogeneous texture distances defined in Section 5.2.
Part (c) shows the texture signature with four clusters. The cluster representations
are shown together with the cluster weights. Part (d) shows the result of assigning

every pixel in the image to its cluster.

5.3.2 Texture-Based Retrieval

We constructed a database of 1792 texture patches by dividing each of the 112 textures
from the Brodatz album [9] into 4-by-4 non-overlapping patches, each of size 128-by-
128 pixels. All the patches from the Brodatz album are shown in Figures 5.7 and 5.8.
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Figure 5.6: (a) Texture patch from the Brodatz album [9]. (b) Average over all texture
features. The Gabor filter bank consists of four scales and six orientations. (c) The
four clusters in the texture signature. (d) Pixel assignment using the signature’s
clusters. Different gray levels represent different clusters.

The K-means algorithm was used with K = 8, resulting in signatures with 8 clusters.

Having defined texture signatures, we can now use the EMD to retrieve images
with textures. We use the saturated ground distance defined in Section 3.4, with
the L, distance as the underlying dissimilarity. Figure 5.9 shows two examples of
retrieving texture patches by using a texture patch as the query. In the first example,
the top 16 matches were the patches from the same Brodatz texture. The second
example is harder, as the texture used for the query is made of a few sub-textures,
and other patches from this Brodatz texture have different amounts of these sub-

textures.
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Figure 5.7: The Brodatz album of textures. Only 1/16 of each texture is shown.
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Figure 5.8: The Brodatz album of textures (continued).
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Figure 5.9: Texture queries. The first image in each part was used as the query. (a)
Coffee beans (D75). All 16 patches from the same texture were returned first. (b)
Lace (D41). Here, 15 out of the 16 texture patches are in the top 18 matches.

5.3.3 Partial Matches

An important advantage of the EMD over other measures for texture similarity is its
ability to handle images that contain more than one texture without first segmenting
them, as required when using other measures. Using the EMD for partial matches
can find multi-textured images that contain specific textures. Figure 5.10 shows an
example of a partial query. Here we added images with compositions of textures to
our texture database. The query was 20% of the texture in part (a) and 80% “don’t
care”. The best matches are shown in part (b) with the 16 patches from the same
texture at the beginning followed by all the compositions that contain some part

of the queried texture. We emphasize again that no segmentation was performed.
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x 20%

18) 6.08 19) 8.35 20) 8.60 || 21) 12.01
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Figure 5.10: Partial texture query. The query was 20% of the texture in part (a) and
80% “don’t care”. (b) The 21 best matches: 16 patches from the same texture (only
the first and last ones are shown), followed by all the compositions that contain some
part of the queried texture.

Figure 5.11 demonstrates a partial query where the query has more than one texture.

5.3.4 Retrieving Natural Images

In the next experiment we created a database of 500 grayscale images of animals from
the Corel Stock Photo Library? with image sizes of 768-by-512 pixels. The K-means
algorithm was used with K = 8, resulting in signatures with 32 clusters.

Figure 5.12(a) shows an example of a query that used a rectangular patch from

an image of a zebra. We asked for images with at least 20% of this texture. The

2The Corel Stock Photo Library consists of 20,000 images organized into sets of 100 images each.
We created our database using the following sets: 123000 (Backyard Wildlife), 134000 (Cheetahs,
Leopards & Jaguars), 130000 (African Specialty Animals), 173000 (Alaskan Wildlife), and 66000
(Barnyard Animals).
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Figure 5.11: Another partial query. The query now contains 10% of each of the two
patches in part (a) and 80% “don’t care.” (b) The two best matches are the two
compositions that contain the textures in the query, followed by the patches that
contain only one of the queried textures.

12 best matches, shown in part (b) and ranked by their similarity to the query, are
all images of zebras. In fact, the 16 best matches were all images of zebras, out of a
total of 34 images of zebras in the database. The various backgrounds in the retrieved
images were ignored by the system because of the EMD’s ability to handle partial
queries. Notice also that in some of the retrieved images there are a few small zebras,
which only when combined together provide a significant amount of “zebra texture.”

Methods based on segmentation are likely to have problems with such images.

Next we searched for images of cheetahs. The database has 33 images of cheetahs,
and 64 more images of leopards and jaguars that have similar texture as cheetahs.
Figure 5.13 shows the query and the best matches. The first eight images are indeed

cheetahs. The other four matches are images of leopards and jaguars.

To check if our method can distinguish between the different families of wild cats,
we looked for images of jaguars. Figure 5.14 shows the query results. From the best
twelve matches, eleven are jaguars and leopards, which are almost indistinguishable.

Only the sixth match was an image of a cheetah.
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Figure 5.12: Looking for zebras. (a) An image of a zebra and a block of zebra stripes
extracted from it. (b) The best matches to a query asking for images with at least
10% of the texture in (a). The numbers in the thumbnail captions are indices into
Corel CDs.
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Figure 5.13: Looking for cheetahs. (a) The query. (b) The best matches with at least
10% of the query texture. The last four images are leopards and jaguars which have

similar texture as cheetahs. However, cheetahs come first.
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Figure 5.14: Looking for leopards and jaguars. (a) The query. (b) The best matches
with at least 10% of the query texture. All but the sixth image are leopards and
jaguars. The sixth image is of cheetahs.
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5.4 Image Preprocessing

The texture features introduced in Section 5.1 describe the local appearance of small
image neighborhoods. The size of these neighborhoods is equal to that of the supports
of the coarser resolution filters employed. On the one hand, these supports are large
enough that they can straddle boundaries between different textures. In this case,
they do not describe “pure” textures, and they can convey information that is hard
to interpret and can be misleading. On the other hand, the supports are often too
small for them to “see” enough of a texture to yield a reliable description. In fact, the
basic period of repetition of the underlying texture may be comparable to the filter
support sizes, so that adjacent filters see somewhat different parts of the texture,
and the description vectors differ somewhat. Also, textures exhibit variations in the

world, as well as variations caused by nonuniform viewing parameters.

Before using texture features to compute texture signatures, it is therefore prefer-
able to sift and summarize the information that they convey. Specifically, it is de-
sirable to eliminate vectors that describe mixtures of textures, and to average away

some of the variations between adjacent descriptors of similar image patches.

We propose to let descriptors of similar and adjacent texture neighborhoods coa-
lesce into tight clusters. In this approach, texture features are first computed for the
image. If two adjacent features describe similar textures, a smoothing process brings
them even closer to each other. If the texture descriptors are very different, however,

then they are modified so that their distance is left unchanged or is even increased.

In other words, we propose to do edge-preserving smoothing, but in the space of
texture vectors rather than image intensities. This requires generalizing the definition
of gradient to a vector function, which we do by introducing a measure of texture
contrast. Thanks to this definition, we can run the equivalent of anisotropic diffusion
processes [68] to achieve edge-preserving smoothing. We use the texture contrast also
to define significant regions as regions where contrast is low after a few iterations of
the smoothing process. Only texture features that are in a significant region are used

for the computation of the texture signature.
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5.4.1 Texture Contrast

For texture contrast, we employ a notion of “generalized gradient” from differential
geometry [48] that has been used for color images in the past few years [21, 15, 86].

The rest of this section discusses this notion as it applies to texture.

Assume that we have a mapping ® : § C R" — R™. Let ¢; denote the ith
component of ®. If ® is a texture vector space, for example, then ¢;, 1 < i < m are
the responses to the Gabor filters, and n = 2 is the image dimensionality. If & admits

a Taylor expansion we can write
d(x + Ax) = d(x) + D' (x)Ax + || Ax]le(x, Ax) .

where ||e(x, Ax)|| — 0 as Ax — 0 and ®'(x) is the m x n Jacobian matrix of ®:

01 .. Od1
ox1 0Tn
V)= I = | : .
m ., m
ox1 0Tn

If one starts at point x and moves by a small step Ax, the distance traveled in the

attribute domain is approximately
d > ||9'(x)Ax|| = VAXTJTJAx .

The step direction which maximizes d is the eigenvector of JJ corresponding to
its largest eigenvalue. The square root of the largest eigenvalue, or, equivalently,
the largest singular value of @', corresponds to the gradient magnitude, and the

corresponding eigenvector is the gradient direction.

We can give a closed form solution for the eigenvalues in the case that n = 2, as
it is for images. In this case, ® is the mapping from the two-dimensional image plane

to the M-by-L dimensional texture space, where M and L are the number of scales
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and orientations used. The differential of ® is

and so

0d 0
|d®||? = Zzax xdxdx].

i=1 j=1

Using the notation from Riemannian geometry [48], we have

2 2

i=1 j=1
dx

_ [da:l d@] g1 912 1 ‘
921 Go2| |dxo

where

Z 0oy Oy,
Gxi 8xj .

and gi2 = go1. Now let

Ay = (gu + goo = \/ (g11 — g22)% + 4912) .

l\DI»—t

g1 912
g21 922

be the two eigenvalues in the matrix G =

] . Since G is real and symmetric,

its eigenvalues are real.

We choose A, as the generalized gradient magnitude since it corresponds to the

direction of maximum change. We can verify that this magnitude reduces to the
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ordinary gradient norm in the case of a grayscale image (m = 1):

1
o= (82024 /(02— a2)2 4 40202)

1
= 3 (92 + @] + (P + D))

= B2+ = ||V

where the subscripts x and y denote differentiation.

While the application of this definition to color is relatively straight forward, mat-
ters are more complicated for texture. Because of the multiscale nature of texture
in general, and of our texture descriptors in particular, different filters have different
supports. Computing derivatives at different scales requires operators of appropriate
magnitudes and spatial supports in order to yield properly scaled components. For
instance, if differentiation is performed by convolution with the derivatives of a Gaus-
sian, the standard deviation of each Gaussian must be proportional to scale, and the
magnitudes must be properly normalized. Figure 5.15(b) shows the texture contrast
of the texture mosaic from Figure 5.15(a). The texture boundaries are characterized

by high contrast.

Figure 5.15(b) shows some areas with relatively high texture contrast even inside
regions that appear to be of the same texture. The sources of these contrast areas
have been discussed at the beginning of Section 5.4, where it was pointed out that
small, low-contrast areas should be smoothed away, while extended ridges of the
contrast function should be maintained. The measure of texture contrast introduced
above allows extending anisotropic diffusion [68] or edge-preserving smoothing [84]

techniques to texture descriptors.

5.4.2 Edge-Preserving Smoothing

Here, we present an efficient implementation of an edge-preserving smoothing algo-
rithm, which is based on repeatedly convolving each of the spectral subbands of the

image with a separable binomial filter weighted by a measure of the texture contrast.
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Figure 5.15: (a) Mosaic of four textures from the Brodatz album. (b) Texture contrast
before smoothing (dark values correspond to large contrast) and (c) after 20 iterations.
(d) Projection of the texture descriptors onto the plane of their two most significant
principal components before smoothing and (e) after 20 iterations.
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Efficiency considerations are particularly important in an application like image re-
trieval, where large numbers of images must be processed when they are entered into
the database. After describing the algorithm, we explore its relation with the method
described in [68].

First, the weighting function ¢g(C) is introduced, where C' is the texture contrast
defined in Section 5.4.1. The function g(C') should be high where the texture is uni-
form and low where the texture is “edgy” and can be any nonnegative monotonically
decreasing function with ¢g(0) = 1. We chose to use

|O|)2

g(C) = (% (5.5)

where & controls the decay rate of g(-) and, as we will see later, determines which of

the edges is preserved.

Smoothing is performed by convolving the spectral subbands of the image with
the binomial filter

B-B"B, B:[l 9 1],

after it is weighted by ¢(C). We chose this filter because it is separable and can
be applied efficiently. When applied repeatedly, the binomial filter quickly gives an

approximation of a Gaussian. For brevity, we introduce the following notation:
1
a*,b = Z a(i)b(x +1,y) ,

axy b = > a(j)ble,y+7j),

j=—1
1 1

cxb o= Y Y i, )bz +iy+7) .
i=—1j=-1

A single iteration of the smoothing procedure is computed at time t as follows:

1. Compute the texture contrast C'*).
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2. Set G = g(CW).
3. For0<m< M and 0 <[ < L do:

(a) Let I® be the m-th scale and the I-th orientation subband.

(b) Compute:

t) _
U= K® ’
PO = Bx, KO,
Jie) B %, (K(t) J(t))
P

(This computation can be simplified. For clarity, we show it in the above form). It is

easy to see that
B x (GWIT®)
B« G®

Without the B(i, j) factor, this is similar to the adaptive smoothing proposed in [84],

J+) —

but implemented, in addition, in a separable fashion for greater efficiency. In [84],
this iterative process is proven to be stable and to preserve edges. A similar proof can
be applied to our case with straight forward modifications. That edges are preserved
is proved by showing that when the contrast is large enough (> k), it increases as the
iterations progress, thereby sharpening the edge. When the contrast is small (< k),
the contrast decreases and the edge is smoothed. This implies that & is equivalent to
a contrast threshold.

In the following, we show that the edge-preserving smoothing iteration is equiva-

lent to an iteration of the anisotropic diffusion proposed by [68]. Define

Then we have
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and by using the fact that
Bxch =1 ,
we can write
I 10 = B« [¢W(1O — 15)] (5.6)

where §(z,y) = 1 if x = y = 0 and 0 otherwise. Equation (5.6) is a discretization of

the anisotropic diffusion equation
I, =V - (c(x,y,t)VI) .

Instead of using a 4-neighbor discretization of the Laplacian as done in [68], we use

a better, 8-neighbor discretization [43]:

1 2 1
12 12 2
1 _

1 2 1

Figure 5.15(c) shows the texture contrast after 20 iterations. To visualize the
texture vectors we project them onto the plane spanned by the two most significant
principal components of all texture vectors in the image. Figures 5.15(d), (e) show the
projections of the texture descriptors before and after the edge-preserving smoothing.
Only descriptors from significant regions are shown in the latter. A region is significant
if the contrast after smoothing is everywhere smaller than the contrast threshold £ in
Equation (5.5). We can see that the descriptors of the four textures form clear, distinct
clusters even in this two-dimensional projection. Notice the sparse trail of points that
connects the two left-most and the two top-most clusters in Figure 5.15(e). These
points come from a “leakage” in the boundary between two textures. This implies
that we are limited in the amount of smoothing we can do before different textures

start to mix. This is also a situation where most segmentation algorithms would have
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to make a classification decision, even if the two textures involved are similar to each
other.

Figure 5.16(b) shows the significant regions of the image in Figure 5.16(a) after
ten iterations. Texture features that belong to insignificant regions are likely to be
on the boundary of more than one texture, and should be ignored when computing

the texture signature, as they are not good representatives for any of the textures.

) ;lllrlmtmﬂlﬂlw ; .

| l"'”l'lmllmm

Figure 5.16: (a) A picture of a lighthouse. (b) Nonignificant regions (blackened out)
after ten iterations of smoothing.

5.5 Summary

In this chapter we defined families of texture metric distances, based on the EMD, and

showed by examples that they match perceptual similarity well. The texture features
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are based on carefully designed Gabor filters. For homogeneous texture patches it was
enough to summarize the texture content by one descriptor, although using the full
distribution of texture features captures the texture content better. We also presented
rotation- and scale-invariant versions of the texture metric for homogeneous textures.
Non-homogeneous textures, such as those found in natural images, required using the
full distribution of the texture features, and introduced problems due to the inherent
spatial extent of texture, such as the blending of adjacent textures that result in
meaningless texture features. We were able to filter out these features by defining
a measure of texture contrast. Using the texture contrast also led to a smoothing
algorithm that coalesced texture features that belonged to the same texture, without

blending features from neighboring textures.



Doubt, the essential preliminary of
all improvement and discovery,
must accompany the stages of man’s
onward progress. The faculty of
doubting and questioning, without
which those of comparison and
Jjudgment would be useless, is itself

a divine prerogative of the reason.

Chapt er 6 Albert Pike (1809-1891)

Comparing Dissimilarity Measures

In Chapter 2 we surveyed distribution-based dissimilarity measures and discussed
their properties, and in Chapter 3 we presented the EMD, which we hypothesized to
be a good choice for image retrieval applications. In Chapters 4 and 5 we showed how
these measures can be instantiated to compare color and texture distributions In this
chapter we compare the results of the different dissimilarity measures when used for
color- and texture-based image retrieval. The main difficulty in such a comparison is
establishing ground truth that will help to determine if a returned image is relevant or
not. To this end, we create databases where the ground truth is known, and use them

to conduct experiments that evaluate the performance of the dissimilarity measures.

6.1 Benchmark Methodology

Any systematic comparison of dissimilarity measures should conform at least to the

following guidelines:

e A meaningful quality measure must be defined. Different tasks often entail
different quality measures. For image retrieval, performance is usually measured
by precision, which is the number of relevant images retrieved relative to the
total number of retrieved images, and recall, which is the number of relevant

images retrieved, relative to the total number of relevant images in the database.

87



88

CHAPTER 6. COMPARING DISSIMILARITY MEASURES

Plotting the precision vs. the number of retrieved images, for all dissimilarity
measures, is a good way to compare between them. However, in order to decide
if a particular measure is better for a specific task, the precision vs. recall plot
might be of better use as the relative importance of good recall vs. good precision
differs according to the task at hand. We therefore show both plots for most of

our experiments.

Performance comparisons should account for the variety of parameters that can
affect the behavior of each measure. These parameters include, in our case, the
number of bins in a histogram; the shape and definition of the bins; and for
texture, the number of filters used to represent the texture. A fair comparison
in the face of this variability can be achieved by giving every measure the best
possible chance to perform well. In our experiments we vary these parameters

and report their effect on the different dissimilarity measures.

Processing steps that affect performance independently ought to be evaluated
separately in order to both sharpen insight and reduce complexity. For instance,
the effect of different histogram sizes can be understood separately from those

of different dissimilarity measures.

Ground truth should be available. This is a set of data for which the correct
solution for a particular problem is known. Collecting ground truth is arguably
the hardest problem in benchmarking, because the “correct solution” ought to
be uncontroversial, and the ground-truth data set should be large enough to

allow a statistically significant performance evaluation.

6.2 Experiments

In this section we describe experiments that compare and evaluate the different dis-

similarity measures, discussed in this thesis, for color images and for homogeneous

textures.
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6.2.1 Color

We performed two experiments, each using a different database of color distributions.
The first database was constructed such that multiple sets of color distributions were
taken from each of a set of color images. The ground truth was defined such that two
distributions belong to the same class if they originate from the same image. The
second database was the 20,000-image database that we used in Chapters 4 and 5.
The ground truth was now established manually by selecting sets of similar images a
priori, both in the semantic meaning and in their color contents.

In our first experiment, we randomly chose 94 color images' from our 20,000
color image database. From each image we created disjoint sets of randomly sampled
pixels and considered these sets as belonging to the same class. While for large
sets of pixels within a class the color distributions are likely to be very similar, for
small sets the variations are larger, mimicking the situation in image retrieval where
images of moderate similarity to the query have to be identified. To get moderate
similarities, we used sets of 8 pixels, and obtained for each image 16 disjoint sets of
random samples, resulting in a ground truth data set of 1504 color distributions with
94 different classes, one class per image.

We represented the color distributions in the database by histograms which were
adapted to optimally represent the combined distribution over the entire database.
To construct the histograms, we ran a K-means clustering algorithm [33] on the com-
bined distribution, resulting in optimal clusters which were used as the histogram
prototypes. Each pixel in every color distribution in this database was then assigned
to a bin by finding its closest prototype. We repeated this process to compute his-
tograms with 32, 128, and 512 bins, which correspond to coarse, intermediate and fine
binning, respectively. For the EMD and the Quadratic Form that require a ground
distance, we use the saturated ground distance described in Section 3.4.

In addition to computing histograms, we also computed signatures for all color
distributions. We used the same K-means algorithm as used for histograms, but

instead of computing the optimal prototypes of the combined distribution over the

'We used the same number of images (94) as in the texture case (see Section 6.2.2), so that we
can compare results from both cases.
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entire database, we computed the optimal prototypes for every distribution individ-
ually, asking for the best eight prototypes. This resulted in signatures, all with eight
clusters.

Once the histograms and signatures were computed for all the distributions in
the database, we used the different dissimilarity measures to retrieve and rank the
most similar histograms in the database, where each of the 1504 color distributions
was used, in turn, as the query. The average of the results of these 1504 queries,
for all histogram sizes, was used to evaluate the performance of the dissimilarity
measures. Since the EMD is the only method that takes advantage of signatures,
we applied the EMD on both histograms and signatures. Figures B.1, B.2, and B.3
in Appendix B show the retrieval performance of the different dissimilarity measures
when using histograms with 32, 128, and 512 bins, respectively. We added to each
plot the results of the EMD applied to the signatures (with only 8 clusters). The top
part of each figure shows the number of relevant distributions in the retrieved set,
as a function of the total number of retrieved distributions. The bottom part of the
figures shows precision vs. recall.

Analyzing the results leads to the following conclusions:

e Bin-by-bin dissimilarity measures improve by increasing the number of bins up
to a point, after which their performance degrades. Smaller number of bins
results in bigger bins. When the bins are too big, the discrimination power of
the histograms decreases. When the bins are too small, similar pixels might
fall into different bins and will be considered as completely dissimilar. This
problem does not exist for cross-bin dissimilarity measures where the similarity
of the pixels is determined by the ground distance, small in our case, between

the appropriate bins in the feature space.

e For our case of moderate similarities, cross-bin dissimilarity measures perform
better than bin-by-bin measures. The EMD that was applied to signatures per-
formed best in all cases, except for the fine, 512-bin histograms case, where it
performed slightly better using the histograms. However, for an image retrieval
system, using the EMD on 512-bin histograms is too slow. While the EMD
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on signatures performs best for moderate similarities, once the assumption of
moderate similarities is violated and the dissimilarities between objects in the
same class get smaller with respect to the dissimilarities between objects from
different classes, other dissimilarity measures, such as the y? statistics and Jef-
frey divergence, might perform better because they were designed to compare

close distributions.

e Although, from an information-theoretic point of view, the signatures in our
experiments carry less information than the histograms and can be encoded

using fewer bits, they usually lead to better results.
e 2 statistics and Jeffrey divergence give almost identical results.

e Among the Minkowski-form distances that we tried, the L; distance gave, in
general, better results than the L, distance, which was better than L.,. No-
tice that we measure distances in the histogram space and not in the color
space where the Ly distance, by construction, matches the perceptual similarity

between colors.

Representing the distributions by signatures leads, in the case of moderate sim-
ilarities, to better results than representing them by histograms. However, when
distributions from the same class are very similar (in contrast to being moderately
similar), adaptive, global histograms perform better than signatures, because features
with minor dissimilarities are likely to be assigned to the same bins. This is demon-
strated in Figure B.4 where sets of 32 random pixels were taken from the images
(instead of 8 pixels as in the case of moderate similarities). Now sets of pixels that
originate from the same image are very similar, and almost every measure performs
well. The EMD applied to signatures performs slightly worse than most other mea-
sures, while the EMD applied to histograms still performs slightly better than the
rest of the measures.

The second experiment was conducted on our full 20,000-image database of color
images. Our goal in this experiment was to compare different dissimilarity measures

using images that are perceived as having similar color content. To do so, we looked
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for sets of images that have high correlation between their semantic meaning and
their color distribution. For the first set, we identified all the images of red cars
in the database (75 images) and marked them as relevant. For the second set, we

similarly identified images of brown horses in green fields (157 images).

Unlike the first experiment where adaptive histograms were used, here we use
histograms with regular binning, as they are commonly used in image retrieval systems
and do not require prior knowledge of the database content. We run this experiment
twice: once on color histograms with coarse binning, and once with fine binning. For
the coarse binning, we divided the CIELab color space into fixed-size cubes of length
25. This quantized the color space into 4 bins in the L channel and 8 bins in both
the a and the b channels, for a total of 256 bins. However, most of these bins are
always empty due to the fact that valid RGB colors can map only to a subset of this
CIELab space. In fact, only 130 bins can have non-zero values, so the histograms
have 130 bins. After removing bins with insignificant weights (less than 0.1%), the
average histogram has 15.3 non-empty bins. Notice that the amount of information
contained in the signatures (8.8 clusters on average) is comparable to that contained
in the histograms. For the fine binning, we divided the CIELab color space into
fixed-size cubes of length 12.5. This resulted in 2048 bins, of which only 719 can
be non-empty. Over our 20,000-image database the average fine histogram has 39
non-empty bins.

In this experiment, instead of using the saturated ground distance (Equation (3.7))
for the EMD and the Quadratic Form, as in the first experiment, we use the Euclidean
distance in CIELab as the ground distance. In addition to being faster to compute, we
found that for real images, using the Euclidean ground distance for color-based image
dissimilarity leads to better recall than when using the saturated ground distance.
Being induced by a norm, the Euclidean ground distance also allows the use of the
lower bound described in Section 3.3.2, which significantly reduces the computation

time.

From the set of 75 red car images we chose the 10 images shown at the top of
Figure 6.2. In these ten images the red car had green and gray in the background, was

relatively big (so red is a predominant color), and not obscured by the background.
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We performed ten queries using these ten images and averaged the number of relevant
images for the different dissimilarity measures as a function of the number of images.
An example of such a query is shown in Figure 6.1. The color content of the leftmost
image of a red car was used as the query, and the eight images with the most similar
color contents were returned and displayed in order of increasing distance for different
histogram dissimilarity measures. We repeated this process for the set of the 157 horse
images, where again, ten “good” images of horses (Figure 6.3, top) were used for the

queries.

The results of these experiments are shown in Figures 6.2 and 6.3. For the cars,
the average number of relevant images for the different dissimilarity measures is shown
in Figure 6.2 as a function of the number of images retrieved for coarse (middle) and
fine (bottom) histograms respectively. The EMD with histograms outperformed the
other histogram-based methods, and the EMD with signatures performed best. The
red car images have only partially similar color distributions because only part of an
image matches part of the others. The colors of the cars are very similar in all the
relevant images while the colors of the backgrounds have more variation. Although
other images that do not have cars in them might match the color contents of the
query images better, we still expect some of the cars to be retrieved when a large

number of images is returned by the system.

For the horses, both the colors of the objects and the colors of the backgrounds
are similar for all the relevant images. Figure 6.3 shows the results for coarse and
fine histograms. Again, the EMD with signatures performed best. Both the Jeffrey
divergence and the y? statistics outperformed the EMD with coarse histograms but
not with fine histograms. This can be explained as before by the fact that, for coarser
histograms, the ground distance is computed between more distant bin centers, and
therefore becomes less meaningful. We recall that only small Euclidean distances in
CIELab space are perceptually meaningful. On the other hand, as we saw before,
bin-by-bin distances break down as the histograms get finer, because similar features

are split among different bins.
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Figure 6.1: The eight closest images for each of the red car images in the first column.
The queries were processed by a color-based image retrieval system using different
histogram dissimilarity measures.
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Figure 6.2: Ten images of red cars (top) and the average number of relevant images,
for the different dissimilarity measures, that were returned by using the ten images
as the queries with coarse histograms (middle) and fine histograms (bottom). The
results obtained using signatures is also shown for reference.
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Figure 6.3: Ten images of horses (top) and the average number of relevant images,
for the different dissimilarity measures, that were returned by using ten images as the
queries with coarse (middle) and fine histograms (bottom). The results obtained by
using signatures is also shown for reference.



6.2. EXPERIMENTS 97

6.2.2 Texture

In order to compare different dissimilarity measures for homogeneous textures, we
used the Brodatz album [9], as it is widely accepted within the texture research
community. Patches from the Brodatz album are shown in Figures 5.7 and 5.8. To
construct an image database with a known ground truth, each image is considered as a
single, separate class. This is a questionable assumption in a few cases, so we a priori
selected 94 Brodatz textures by visual inspection. We excluded the textures D25,
D30-D31, D39-D45, D48, D59, D61, D88-D89, D91, D94, D97 due to the following
two problems: the characterizing scales are too coarse to be captured by our filters,
or the texture appearance changes over the texture. In these two cases, small blocks
from the same textures will lack similarity.

For each texture, we computed the Gabor texture features described in Section 5.3
and took 16 non-overlapping patches of 8-by-8 pixels with the corresponding texture
features. We chose small patches so that patches from the same texture will not be too
similar and moderate similarity can be assumed. Similarly to the color experiment,
the database contains 1504 texture patches with 94 different classes, each with 16
samples. We used each of the patches in the database as a query, and averaged the
results over all the patches. The retrieval performance of the different dissimilarity
measures are shown in Figures B.5-B.13 in Appendix B for all combinations of filter
bank size and histogram coarseness. For the filter banks we used 12 filters (3 scales/4
orientations), 24 filters (4/6), or 40 filters (5/8); the histograms had 32, 128, or 512
bins. Again, for comparison, we added to all the plots the results of the EMD applied
to signatures (with only 8 clusters).

We confirm that our conclusions from the color experiments hold also for texture,

and in addition:

e For the smallest filter bank size, the x? statistics and the Jeffrey divergence
give the best results. However, increasing the number of filters significantly
improves the EMD results, which for the largest filter bank size gives the best
results overall. For the EMD, similarly to increasing the number of bins, more

filters implies a better representation of the texture space and therefore better
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results. The performance of the bin-by-bin dissimilarity measures for texture is
similar to that for color: as the number of bins increases, it improves up to a
point and then degrades. For texture, however, the notion of bin size includes
also the number of filters in the filter bank. Since increasing the number of
filters is equivalent to sampling the space of orientations and scales more finely,
a larger number of filters improves the discrimination power up to a point after
which the performance degrades. The optimal points depends on the number
of bins used. As can be seen from the graphs, increasing the number of filters
improves the results only for the coarse histograms (32 bins) while for fine

histograms (512), the performance degrades.

Examining the precision vs. recall graphs reveals that applying the EMD to
signatures gives better results when good precision is wanted, while for good
recall, it is better to use the EMD on histograms. Signatures are, by definition,
more precise than histograms, so it is natural to expect higher precision in our
queries. On the other hand, globally adapted histograms coalesce to the same
bins features with only moderate similarity, bringing closer images that have

overall moderate similarities between them.

6.3 Summary

A thorough quantitative performance evaluation was presented for distribution-based

image dissimilarity measures. We emphasized image retrieval applications where the

ability to compare moderate similarities is of the greatest importance. The EMD

performed very well in most cases, and exhibited improvements when more data was

available in the form of finer histograms and, for texture, larger filter banks. For

the other dissimilarity measures, increasing the amount of data often decreased the

performance as a result of inherent binning problems and the curse of dimensionality.

Nevertheless, the choice of a dissimilarity measure should be made based on the

application at hand and the available data.



One picture is worth a thousand

words.

Fred R. Barnard
If a picture is worth a thousand
words, a picture of an image

database is worth a whole book.
Carlo Tomasi

Chapter 7
Visualization

The images that best match a query should be displayed to the user in a useful
way, that shows immediately if there are any relevant images in the returned set.
Traditional image retrieval systems display the returned images as a list, sorted by
dissimilarity to the query. At this point, the user can examine the images one at a
time, and decide the next action. While this might suffice if the correct images are in
the returned list, this is usually not the case, even when the user has as exact image
in mind. In many cases, the user has only a vague idea of what he is looking for.
In this cases, the display should convey information as to what kind of images were
returned by the query, what (if anything) went wrong, how to refine the query in
order to get closer to the desired images, and whether or not to terminate the search.

There are two shortcomings to the traditional approach. First, when images are
ranked by similarity to the query, related images can appear at separate places in the
list. Often the user would like to have a global view of the returned images in a way
that reflects the relations among the images in the returned set. Second, browsing
and navigating in a large database is disorienting unless the user can form a mental
picture of the entire database. Only having an idea of the surroundings can offer an
indication of where to go next. The wider the horizon, the more secure navigation
will be. The small pieces of the database, shown by the traditional methods one at a

time, make it harder for the user to form such a picture.

In contrast, we propose a new display technique, which is the main point of this

99
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chapter, by which the returned images are displayed not only in order of increasing
dissimilarity from the query but also according to their mutual dissimilarities, so that
similar images are grouped together rather than being scattered along the entire re-
turned list of images. With such a view, the user can see the relations between the
images, better understand how the query performed, and express successive queries
more naturally. In brief, the user of the system would benefit from a more coherent
view of the query results. In addition, many more images can be returned and dis-
played with such a view without overloading the user’s attention. he user can see
larger portions of the database at a glance and form a global mental model of what
is in it.

How can such a display be created? If the dissimilarities between all pairs of images
in the set of returned images are used, the results of a query can be embedded in a
two- or three-dimensional space using multi-dimensional scaling techniques, by which
image thumbnails are placed on the screen so that screen distances reflect as closely
as possible the dissimilarities between the images. If the computed dissimilarities
agree with perception, and if the resulting embedding preserves these dissimilarities
reasonably well, than the resulting display should be perceptually intuitive.

While traditional displays list images in order of similarity to the query, thereby
representing only n dissimilarities if n images are returned, our display conveys in-
formation about all (g) dissimilarities between images. Our geometric embeddings
allow the user to perceive the dominant axes of variation in the displayed image group.
Thus, the embeddings are adaptive, in the sense that they use the screen’s real estate
to emphasize whatever happen to be the main differences and similarities among the

particular images at hand.

7.1 Multi-Dimensional Scaling

Given a set of n objects together with the dissimilarities d;; between them, the multi-
dimensional scaling (MDS) technique [100, 88, 49] computes a configuration of points
{p;} in a low-dimensional Euclidean space R%, (we use d = 2 or d = 3) so that the

Euclidean distances d;; = ||p; — p;|| between the points in R? match the original
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dissimilarities d;; between the corresponding objects as well as possible. Kruskal’s

formulation of this problem [49] requires minimizing the following quantity:

57 1/2
>0 (f(035) — dij) ] | 71)

STRESS =
[ Zi,j dzzj

There are two types of MDS depending on the properties of f(d;;): In the metric MDS,
f(6i;) is a monotonic, metric-preserving function. In the non-metric MDS, f(d;;) is
a weakly monotonic transformation; that is, it preserves only the rank ordering of
the d;;’s. The monotonic transformation is computed via “monotonic regression”
(also known as “isotonic regression”) [14]. STRESS is a nonnegative number that
indicates how well dissimilarities are preserved in the embedding. For our purposes,
when the STRESS is less than 0.2 the embedding is considered successful. Since
only the relative dissimilarities are used, and not actual object coordinates, rigid
transformations and reflections can be applied to the MDS result without changing
the STRESS. Embedding methods such as SVD and PCA are not appropriate here
because our signatures do not form a linear space, and we do not have the actual

points, only the non-Euclidean distances between them. In our system we used the
ALSCAL MDS program [98].

7.2 Examples

Figure 7.1 displays the result of a sample query returned by our color-based retrieval
system as both a ranked list and as an MDS display. The query specified 20% blue
and 80% “don’t care” and requested the ten best matching images. In the MDS
display, similar images of desert scenes with yellowish ground group together at the
top left, images with green plants group at the bottom, and the two other images—a
desert image with white ground and an image of a statue—are to the right. An all-blue
image is comparatively dissimilar from the others, and is accordingly relegated to the

far right. In the list, however, these relationships are not apparent.

In Figure 7.2 we see the MDS display of a query result where the user was looking
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Figure 7.1: Looking for desert images; (a) Traditional display. (b) MDS display.

for images of flowers. The top of the figure shows the specified amounts of red,
pink, and green. The bottom of the figure is the MDS display (with STRESS=0.19)
of the 20 best matches. One axis arranges the images from pink flowers to red
flowers, while the other describes the shade of green in the images. Notice that image
thumbnails placed at the coordinates returned by the MDS algorithm might occlude
other thumbnails. Up to a point, this is not really a problem since these images are

likely to be similar and are, therefore, well represented by the topmost thumbnail.

7.3 Missing Values

As the number of images on which the MDS is applied increases, the computational
time increases. When the EMD is used to compute the dissimilarity matrix, most of
the computation time is taken by the computation of the EMDs. Table 7.1 shows

the average time in seconds needed to compute the dissimilarity matrix and the MDS
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Figure 7.2: A color signature and the MDS display of the 20 best matches.

embedding for different number of images,. These computations were done on a SGI

Indigo 2 with a 250MHz CPU, using our color-based retrieval system.

number of images 10 20 50 100 200 500
dissimilarity matrix [ 0.02 0.12 0.64 2.62 11.02 71.33
MDS 0.01 0.02 0.08 0.33 1.78 25.92
total 0.03 0.14 0.72 2.95 12.80 97.25

Table 7.1: Computation time in seconds for the dissimilarity matrix and the MDS.

One desirable property of the non-metric MDS is that if some dissimilarities are
absent, they are simply left out of the formula for the STRESS (Equation (7.1)). This

fact can be used to significantly reduce the computation time by not computing the



104 CHAPTER 7. VISUALIZATION

full dissimilarity matrix. This is justified by the redundancy of information in the
dissimilarity matrix which is due to the following two factors: the EMDs are metric
so that the triangle inequality provides a large number of additional constraints.
The second factor is the fact that for the non-metric MDS only the ranking of the
dissimilarities matters and not their actual values. We found that using only twenty
dissimilarities per image, chosen at random, results in a very similar MDS display to

the one computed with the full dissimilarity matrix.

7.4 Evaluating Dissimilarity Measures

In addition to creating a display to visualize query results, the MDS can be used as
a tool for evaluating how well a dissimilarity measure agrees with perception. By
applying MDS to a set of images, and displaying the results as we have done in the
previous sections, it is easy to see if images that are perceptually similar are placed
close to each other, and if dissimilar ones are far apart. Additional support can be
obtained by comparing possible interpretations of the MDS axes to known results
from psychophysics. Many psychophysical experiments study perceptual similarities,
and present their results using MDS. In such cases a qualitative evaluation can be
done by comparing the MDS display of a dissimilarity measure with the one obtained
by a psychophysical experiment using the same images. In this section we show an
example using MDS to evaluate the dissimilarity measures developed in Section 5.2
for homogeneous textures.

Figure 7.3 shows the results of applying a two-dimensional MDS to 16 homoge-
neous texture patches using the EMD with no invariance. For convenience, we repeat
here the actual dissimilarity matrix that was computed in Table 5.1. In this figure!,
the hand-drawn arrows suggest that one axis reflects the coarseness of the texture,
from fine to coarse. The other (curved) axis reflects the dominant orientation of the
texture. On the left we see horizontal textures, on the right vertical textures, and as

we move from left to right on the lower half-circle, the orientation changes counter

'In order to see the fine details of the textures better, only one-quarter of the textures in Fig-
ures 7.3-7.5 are displayed.
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clockwise. The other textures have no dominant orientation. STRESS in this fig-
ure is 0.063, so on average, dissimilarities in the picture are close to the real EMDs.
We found that adding more oriented textures with different scales and orientations
completes also the top half of the orientation circle, at the expense of the coarseness
axis. This increases the STRESS, making two dimensions insufficient. In this case, a
three-dimensional MDS would use two dimensions for the orientation circle and the

third for coarseness.

A two-dimensional MDS display using the rotation-invariant EMD from Sec-
tion 5.2.2 on the texture signatures in shown in Figure 7.4 (with a STRESS value of
0.077), together with its corresponding dissimilarity matrix. One axis emphasizes the
directionality of the texture, where textures with one dominant orientation (any ori-
entation) are at the top, and textures without a dominant orientation (no orientation
at all, or more than one orientation) are at the bottom. The other axis is coarse-
ness, similar to the previous experiment. An example of the rotational invariance can
be seen by the two oriented fabric textures on the right that are close together al-
though they have different orientations. Coarseness and directionality were found by
psychophysical experiments by Tamura et al. [99] to be the two most discriminating

texture properties for human perception.

Finally, we use the rotation- and scale-invariant EMD from Section 5.2.3. The two-
dimensional MDS display, shown in Figure 7.5 (with STRESS equal to 0.1), can be
interpreted as follows: One axis is again the directionality, while the other shows what
we call the “scality” of the texture, a measure that distinguishes between textures
with one dominant scale and textures with more than one, or no dominant scale.
For example, the two textures of oriented bars, which have different orientations and
scales, are close to each other when using the invariant EMD. Also, the two textures
of tiles on the right are very close to each other even though they differ by more than

three octaves in scale!



106 CHAPTER 7. VISUALIZATION

coarseness

orientation

0.00

0.39 0.00

2.95 297 0.00

1.82 1.96 2.35 0.00

1.84 1.75 4.06 1.67 0.00

1.07 1.14 2.08 2.77 2.89 0.00

1.94 1.78 2.5 3.35 3.22 0.99 0.00

1.10 0.92 2.26 2.84 265 0.39 1.07 0.00

9( 1.14 0.80 2.23 268 247 0.52 1.11 0.23 0.00

10{ 1.00 0.74 3.07 2.70 2.24 1.11 1.74 0.90 0.89 0.00

11 2.02 1.71 279 3.69 3.17 1.15 1.18 091 0.97 1.01 0.00

12( 0.94 1.07 3.38 1.57 1.68 191 288 1.86 1.76 1.55 2.56 0.00

13 2.31 2.07 238 3.17 3.60 1.39 1.34 1.32 1.27 203 1.17 2.29 0.00

14 3.84 3.86 0.80 3.23 4.92 2.86 2.62 3.05 3.11 3.95 3.17 4.22 2.13 0.00

15 2.19 2.04 4.66 3.34 2.27 2.57 2.87 237 231 148 231 255 3.45 5.50 0.00
16| 1.51 148 196 296 3.17 0.76 1.19 0.76 0.82 1.55 0.93 2.32 0.88 2.41 3.08 0.00

Dissimilarity matrix

O~ D U W N~

Figure 7.3: Two-dimensional MDS applied to 16 homogeneous textures using no
invariance. The two dominant axes of orientation and coarseness emerge.
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9/ 099 080 1.64 221 241 0.27 1.07 0.18 0.00
10{ 0.93 0.74 1.70 1.38 1.62 0.96 1.64 0.90 0.89 0.00
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12( 0.80 094 3.19 1.53 1.54 1.67 213 1.82 1.73 1.51 2.56 0.00
13| 2.04 188 2.11 3.11 3.33 1.14 0.84 1.10 1.16 1.80 0.96 2.29 0.00
14 3.50 3.27 0.80 2.68 3.14 2.48 1.97 247 2,53 258 1.58 4.04 1.86 0.00
15/ 2.10 2.04 1.06 1.19 1.60 2.35 2.87 237 231 148 231 248 3.24 1.56 0.00
16| 1.51 1.44 193 296 3.17 0.70 1.06 0.69 0.72 1.53 0.90 2.19 0.82 2.41 3.07 0.00

Dissimillarity matrix

Figure 7.4: Two-dimensional MDS applied to 16 homogeneous textures with rotation
invariance. The axes are coarseness and directionality.
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Figure 7.5: Two-dimensional MDS applied to 16 homogeneous textures with rotation
and scale invariance. The two axis are “scality” and directionality.
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7.5 Visualization in Three Dimensions

MDS can be computed in any number of dimensions, although only two and three
dimensions are useful for visualization purposes. Going from two dimensions to three
dimensions gives the MDS more flexibility in embedding the images, resulting in lower
STRESS and a perceptually more pleasing display. We developed a system, based
on the SGI Open Inventor object-oriented 3-D toolkit, that creates three-dimensional
MDS displays, and allows the user to rotate, pan, and zoom in space. Since the
viewing direction can be arbitrary, we texture-map the thumbnails onto the six faces of
a cube and position these cubes in the appropriate locations in space. A significantly
larger number of images can be conveniently embedded in three-dimensional space
than in the two-dimensional case. Figure 7.6 shows two different viewpoints of an
MDS display applied to 500 random images. The dissimilarity matrix was computed
using the EMD and the color signatures. Images were organized in space by their
dominant colors, and by their brightness. Notice that similar images are close to each
other, and the user can find images of sunsets, images of green fields with blue skies,
or images taken at night at a glance. The interpretation of the axes varies according
to the set of images; for example, Figure 7.7(a) is the result of the same query as
used in Figure 7.1 but with 500 images and a three-dimensional MDS display. One
axis can clearly be interpreted as the amount of blue in the image, while the other
two are the brightness and the amount of yellow. Part (b) of the figure zooms into

the part of space that contains images of deserts.

Although a three-dimensional MDS display conveys more information than its two-
dimensional counterpart, we found that the latter is more useful for image retrieval, as
rendering a three-dimensional MDS display takes significantly more time. In addition,
since only two-dimensional projections can be displayed on the screen, the user needs
to rotate the three-dimensional MDS display in order to understand its structure. By
the time the three-dimensional structure is rendered and understood, the user can go
through a series of two-dimensional MDS displays, which can be comprehended at a

glance, thereby surpassing the advantages of the three-dimensional MDS.
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Figure 7.6: Two views of a three-dimensional MDS display applied to 500 random
images. Only color information was used.
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Figure 7.7: Looking for images with 20% blue. (a) The 500 most relevant images.
(b) Focusing on images of deserts.
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7.6 Summary

We showed that by using the mutual dissimilarities between a set of images, the
images from a query result can be displayed in a more intuitive way than with the
traditional methods. The resulting embeddings, in two- and three-dimensions, are
adaptive and reflect the axes of maximum variation. A larger number of images can
displayed, helping the user to form a global mental model of the entire database. In
addition, it is easier to understand what are the commonalities is the returned set of
images and where to go next, as well as when to stop the search.

The idea of an adaptive image embedding can be applied to other modalities be-
sides color and texture, as long as some notion of similarity, metric or not, continuous
or discrete, can be defined.

In the next chapter we extend this visualization technique to allow for intuitive

navigation through large collections of images for the purpose of image retrieval.



We’re not lost. We’re locationally

challenged.
John M. Ford

Chapter 8
Navigation

The MDS-based visualization technique, described in the last chapter, makes it pos-
sible to display a large number of images in an intuitive way that allows the user to
see at a glance the commonalities is the returned set of images and what part of the
display is most relevant. In this chapter, we develop a navigation method based on
this display. Once the user points to the region of interest on the display, the system
zooms in and finds more images that are similar to the common features of the images
in the region. By iterating this refinement process, the user can quickly home in to
the relevant parts of the database. We show examples of navigation in a space of

color images and in a space of police mugshots.

8.1 Retrieval by Navigation

The discrepancy that results from using syntactic features, such as color and texture,
to satisfy semantic queries causes a basic problem with the traditional query/response
style of interaction. An overly generic query yields a large jumble of images, which are
hard to examine, while an excessively specific query may cause many good images to
be overlooked by the system. This is the traditional trade-off between good precision
(few false positives) and good recall (few false negatives). Striving for both good
precision and good recall may pose an excessive burden on the definition of a “correct”

measure of image similarity. While most image retrieval systems recognize this and
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allow for an iterative refinement of queries, the number of images returned for a
query is usually kept low so that the user can examine them, one at a time, in order

of similarity to the query.

If, as we showed in Chapter 7, images are arranged on the screen so as to reflect
similarities and differences between their feature distributions, the initial queries can
be very generic, and return a large number of images. The consequent low initial
precision is an advantage rather than a weakness, as it provides a neighborhood of
images the user can relate to when refining the query and deciding where to go next.
In fact, the user can see large portions of the database at a glance, and form a mental
model of what is in it. Rather than following a thin path of images from query
to query, as in the traditional approach, the user now zooms in to the images of
interest. Precision is added incrementally in subsequent query refinements, and fewer
and fewer images need to be displayed as the desired images are approached. This can
be envisioned as analogous to visiting a bookstore. Books are shelved according to
their subjects, for example, travel-books, cookbooks, poetry, etc. After locating the
right section, say cookbooks, the books are again classified into different categories
such as vegetarian cooking, baking, etc. The books can be further sorted by title
or by author. The last step when searching for a book is to scan the relevant set of
books, one at a time, and find the desired one. After a few visits to the bookstore, a
global mental picture of it is formed, with the knowledge of what kinds of books can

be found and where to look for them.

When the user selects the region of interest on the display, a new, more specific
query is automatically generated, reflecting the common features of the images in the
selected set. A new set of images is returned and displayed by a new MDS, which
now reflects the new dominant axes of variation. By iterating this process, the user
is able to quickly navigate to the portion of the image space of interest, typically in

very few mouse clicks.

This navigation scheme can be categorized as a relevance feedback system [81, 59,
92] where retrieval is guided by feedback from the user, who marks relevant and non-
relevant images. A major difference from other relevance feedback systems is that in

our navigation approach, the relevant images are likely to be displayed close to each
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other, and far from ones which are completely irrelevant. This makes the selection
of the relevant set easier and more intuitive, as the user naturally moves his focus to
relevant parts of the display, while in the other methods the user needs to scan the

list of images, one at a time, and decide whether it is relevant or not.

We propose a navigation scheme in which the user starts by specifying a generic
query. Using partial queries is encouraged when the user is not confident about certain
features by specifying “don’t care” rather than guessing. A large set of images is
returned and embedded in two-dimensional space using MDS. Once the user selects an
area of interest, an appropriate new query is automatically generated and submitted.
Now a smaller number of images is returned by the system. The new set of images
is not necessarily a subset of the previous set, so images which were not returned by
the previous query can still be retrieved at later stages, as the query becomes more
precise. A new MDS display is shown, with new axes of variation based on the new

image set.

To generate the new query, our user interface allows the user to select from the
MDS display images that will be used to form the next query. The selection can consist
of one or multiple regions. The signatures of the selected k£ images are combined to
generate a signature that will be used as the next query. We want the new signature
to reflect features which are common in these images, and ignore the others by using
“don’t care.” This is done by representing the clusters of all the signatures in the
return set as points in the feature space and finding the dominant clusters in that
space. We use a similar clustering algorithm as the one that was used in Section 4.2
to generate the color signatures. We reject clusters that are not represented by points
from at least [k/2] images to insure commonality. Each new cluster is assigned
a weight that is the median of the weights of the points in that cluster. We use
the median instead of the mean for robustness with respect to points that have very
different weights. Finally, we normalize the resulting signature by dividing the weights
of the clusters by the number of points that contributed to it. If the total weight of
the signature is now greater than 100%, we normalize it again. Usually, however, the
total weight of the signature will be less than 100%, so the reminder is marked “don’t

care.”
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8.2 An Example

An example of retrieval by navigation using color signatures is given in Figures 8.1
and 8.2. Suppose we are looking for images of skiers. These images can be character-
ized by blue skies and white snow, so we use as our query “20% blue, 20% white and
60% ‘don’t care’.” The query is illustrated in Figure 8.1(a). Since this is a generic
query, the precision is bound to be low as confirmed by the list of ten images in
Figure 8.1(b). Only one of the ten images is relevant (although the color signatures
of the others matches the query well), and, in general, consecutive images in the list
can be very different from each other. Figure 8.1(c) displays the MDS embedding
of the best one hundred matches. Although a large number of images is displayed,
it is easy to see their structure. Images of underwater scenes are at the left, images
with plants are at the top right, and so forth. The desired images of skiers are clearly
at the right. At this point the user selects, with the mouse, the relevant region as
shown by the black ellipse in Figure 8.1(c). The new generated query, illustrated
in Figure 8.2(a), resulted in the images shown in Figures 8.2(b)-(c). Note that blue
and white are the dominant colors in the images of the skiers, although not the same
shades as specified in the original query. The precision was significantly improved,
and nine out of the ten best matches are now images of skiers. Figure 8.2(c) shows
the MDS embedding of the best twenty matches; the axes of maximal variation are
the amount of blue and the brightness. Images with more blue are at the top of the

display, while brighter ones are at the right.

8.3 Procrustes Analysis

A typical retrieval-by-navigation session involves a series of MDS embeddings, each a
refined version of its predecessor. Consecutive embeddings along this path are likely
to contain images that appear in more than one embedding. In order not to disorient
the user, we would like these images to be positioned in the new embedding as close
as possible to their positions in the old one. However, the MDS can be computed

only up to a rigid transformation, which can cause successive MDS embeddings to be



8.3. PROCRUSTES ANALYSIS 117

d o s
2) 23.86 4) 27.64 5) 29.53 7)31.59 8) 31.81 9) 31.84 10) 31.96
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(b)

Figure 8.1: Retrieving skiers: first iteration. (a) The query’s signature: 20% blue,
20% white, and 60% “don’t care” (represented by the checkerboard pattern). (b) The

10 best matches sorted by similarity to the query. (¢) MDS display of the 100 best
matches (STRESS=0.15), where the relevant region is selected.
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Figure 8.2: Retrieving skiers: second iteration. (a) The generated signature. (b) The
10 best matches sorted by similarity to the query. (¢) MDS of the 20 best matches
(STRESS=0.06).
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translated, rotated, scaled, and flipped relative to previous ones. Procrustes analysis
[14, 34] can be used to align one MDS embedding with respect to another. In general,
Procrustes analysis computes the optimal similarity transformation that must be
applied to one embedding in order to match it, as well as possible, to the other. Such

alignment is applied only to images that are in the intersection of the two image sets.

Assume that we are given two consecutive MDS embeddings where n images
participate in both. Let X = [xi,...,%,]7 be an n-by-2 matrix representing the
two-dimensional coordinates of the n images in the first embedding. Similarly Y =
[y1,---,¥n|" represents the coordinates of the n images in the second embedding. In

general, the two embeddings can be in spaces with different dimensions.

We measure the discrepancy between the two embeddings by

D= Z(YT - Xr)T(YT - XT‘) )

Our goal then is to find the translation b, the dilation p, and the orthogonal matrix
R that will transform the points y, to

y, =pR"y, +b,

such that D will be minimized. The optimal translation and dilation are determined
by our desire to best fill the screen display area. The optimal orthogonal matrix R

can be found as follows [90]: we want to minimize
n

D = Z(RTYT -x) Ry, —x,)

r=1

= Zyz’y,« + ZX,TX, — 2ZXZ’Ry,«
r=1 r=1 r=1

= tr(YY") + tr(XX") — 2tr(XRY")

where tr(-) is the trace of a square matrix.
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Since only R is a variable, we need to maximize tr(XRY7T). We can write
tr(XRY') = tr(RY'X) = tr(RC) ,
where C = Y7X. Let C have the singular value decomposition, C = UAVT, then
tr(RC) = tr(RUAVT) = tr(VIRUA) .

Since R, U, and V are orthonormal, and an orthogonal matrix cannot have any

element greater than one, we get
tr(RC) = tr(VIRUA) < tr(A) .
Thus, D is minimized if tr(RC) = tr(A), which is true when
VIRUA=A.
This can be written as
RUAVT = VAVT
SO
RC = VAV? = (VA?VT): = (VAUUTAVT): = (CTQ)= .
When C is nonsingular, the optimal orthogonal matrix R is then

R = (CTC):C'.

8.4 Navigating in a Space of Police Mugshots

This section describes a police mugshot retrieval system that was developed as a

feasibility test for a Canadian police department, using the navigation ideas described
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in this chapter.

In order to identify a suspect in a crime, witnesses are often asked to scan large
collections of police mugshots. Fatigue and insufficient attention span can lead to
distraction during this process. A system that lets witnesses navigate through the
mugshot collection in a more coherent fashion can help reduce the likelihood of costly

mistakes.

The witness would give general indications about the appearance of the suspect,
such as age group, sex, race, and hair color. Some of these attributes are inequivocal,
so an initial selection process can rule out irrelevant pictures. Other attributes, such
as hair or skin color, are harder to categorize, and a yes/no answer would not be
adequate. Instead, the system can display many relevant images as small thumbnail
icons on a single screen, arranging them in such a way that similar faces, in terms of
the attributes of importance for the given search, appear close to each other on the

screen.

MDS allows for the automatic generation of such displays. Because similar images
are nearby, it becomes much easier for a witness to concentrate his or her attention
on the part of display of interest. By selecting an “interesting” part of the display,
the system produces a new display, with images that are similar to those in the
interesting part. By repeating this procedure, the witness can home in to the image

of the suspect in a few steps.

To illustrate our approach, Figure 8.3 shows a display of a set of 200 mugshots.
This display was computed automatically from the annotated images (more on anno-
tations below). The system discovers autonomously that faces can be cleanly sepa-
rated into male and female, where men with mustaches and beards are further away
from women than men with no facial hair. Skin color appears as a second dominant
feature, and the distribution of images on the display reflects different gradations of
skin color. One diagonal axis separates men from women, and the orthogonal axis
separates white people from black people with “brown” people in between. We em-
phasize that these axes were not predefined, but were, in a sense, discovered by the
system (although gender and race are among the hand—annotated features that are

used to compute the dissimilarity).
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Figure 8.3: Navigation 1: gender vs. skin color. The mugshots are intentionally
blurred for anonymity.

Clicking in the group of black men gave the 40 mugshots shown in Figure 8.4.
Now the interpretation is different: young vs. old, and thin vs. fat. Again, the inter-
pretations of the axes were found automatically. As we zoom in, the interpretations

will consist of finer details, maximizing the variability of the mugshot subset at hand.

In order to apply our perceptual navigation algorithms, we needed a set of images
and a similarity measure between them. The image set was provided by a Canadian
police department. We used a very simple feature-based similarity measure between
mugshots, based on the simple, pre-annotated features shown in Table 8.1 together

with their possible values.
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Figure 8.4: Navigation 2: age vs. weight. The mugshots are intentionally blurred for

anonymity.

Table 8.1: The appearance-based mugshot features used for retrieval.

feature values

skin color | white, brown, black
gender male, female

color black, brown, blond, red, white
hair style | long, medium, short, bald
beard yes, 1no

mustache | yes, no

eye color | brown, blue, green
glasses yes, no

weight 1 (thin), ..., 6 (fat)

age 1 (young), ..., 6 (old)
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We defined a distance measure for every feature, and the similarity measure be-
tween two mugshots was defined as a linear combination of these distances. The
relative importance of the features was controlled by modifying the weights of each
feature. The user could also “turn off” features which should not participate in the

computation of the similarity measure.

8.5 A Demonstration System

Combining the principles from the previous chapters leads to the navigation-based

retrieval scheme sketched in Figure 8.5. The user starts with a generic query with the

~ -E- MDS

=&  align tolast MDS
(Procrustes analysis)

refinement

Figure 8.5: Retrieval by navigation.

goal to get to the approximate neighborhood of the database. The retrieval system
returns a list of images on which an MDS is computed. In subsequent queries, the
MDS results are rotated, using Procrustes analysis to match, as well as possible, the
previous embeddings. The user can refine the query by selecting the set of the most

relevant images from the MDS display, which is used to compute the next query.
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Figure 8.6: A snapshot from the color-based retrieval demonstration system.

This navigation cycle is iterated until the desired images are found, or until the user
decides to terminate the search.

We developed a demonstration system for color-based image retrieval'. The sys-
tem uses our 20,000-image database and runs on the World-Wide-Web (WWW). A
snapshot of the system is shown in Figure 8.6.

The screen is divided into three main frames:

e Query input (the top-left part of the screen): Here the user can sketch a query
by coloring cells in the 5-by-5 query grid. There are 25 cells, so each one
corresponds to 4% of an image. The colors are picked using a color wheel (im-
plemented as a Java applet), based on the HSV color space (see Section 4.1.1).
The query grid defines the color signature that is used as the query. In addition,

!The demo can be accessed through http://vision.stanford.edu/ rubner.
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the user can specify the number of images the system should return, and other
parameters such as whether to compute the full distance matrix for the MDS

or use the missing values option.

e Query result (the bottom of the screen): This frame displays a scrollable list of
images returned by the last query, sorted by their distances from the query. The
distances and the image numbers are shown together with a small version of the
image. Clicking on the image initiates a new search where the color signature of
that image is used as the query. Clicking on the image number opens a window

with the full size image.

e MDS map (the top-right of the screen): Here the results of the MDS embeddings
are shown using small image thumbnails. Using the mouse, the user can explore
occluded images. The mouse can also be used to select sets of images which
generate the next query. Such a query is generated when the user clicks the

“zoom” button.
The system supports the following queries:
1. Random query: a specified number of random images is returned.
2. Query-by-sketch: the user explicitly specifies the color signature.
3. Query-by-example: the color signature of an image is used for the query.

4. Query-by-refinement: the query is generated based on the common features in

a selected set of images.

The example in Figure 8.6 shows the first step of a search where the user is looking
for images of deserts. The initial generic query is 20% blue for the sky and 80% “don’t
care.” The best matches are shown in the results frame, and the MDS embedding of
100 returned images is shown in the MDS frame. The desert images, in the top left,
are selected for the next query.

Currently, our demonstration system satisfies a query by using a linear search

over all the images in the database, comparing their color signatures to the query,



8.6. SUMMARY 127

and keeping the N best matches, where NV is specified by the user. When the total
weight of the query is equal to the weights of the signatures, the lower bound from
Section 3.3.2 is used and the EMD between the signature and the current image
signature is computed only when the lower bound between the two is less than the
largest distance between the query and the N best matches so far. To be used as
a full image retrieval system, this demonstration system should be extended to deal
with better indexing, such that the image descriptors are stored in a way that allows a
sub-linear retrieval time. In addition, it should combine other modalities beside color,
including texture, shape, and composition, and should support a query language were

boolean operations are supported.

8.6 Summary

Intuitive image retrieval is a hard and ill-defined problem. Our attempt toward a
solution combines the EMD as a dissimilarity measure that agrees with perceptual
similarity, MDS as a better display technique that is easy to comprehend, and a
refinement process that automatically generates successive queries. This framework
reduces the need to directly deal with image features, as queries can be posed by
the user starting with a vague description or even a random set of images and then
zooming into the relevant parts of the display. Our approach works well for color-

based and police mugshot retrieval.



There will come a time when you
believe everything is finished. That

will be the beginning.
Louis L’Amour

Chapter 9

Conclusion and Future Directions

9.1 Conclusion

The methods presented in this thesis provide a novel set of tools and opens real
possibilities for content-based image retrieval systems. Tools are provided for image
retrieval, visualization of query results, and navigation in the space of images.

In Chapter 1, we listed questions that were to be addressed in this dissertation.
We now reconsider these questions, each followed by our approach and contributions

towards answering it:

e What features describe the content of an image well?

In Chapters 4 and 5 we focused on color and texture features, respectively. For
both, we carefully chose appropriate feature spaces and ground distances so
that the distances between single features agrees with perception. We showed

that these features lead to effective retrieval.

For color, we used the CIELab space, which was designed so that distances
between single colors conform to perceptual similarity. We presented an ex-
tension of the color features that also included the absolute position of colors
within the image. We used this extension when the layout of colors in the image
was important. For texture, we designed Gabor filters on a log-polar grid to

model the texture content of an image. We developed dissimilarity measures for

128
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homogeneous textures and for images that comprise many textures. For homo-
geneous textures we also presented dissimilarity measures invariant to changes
in rotation and scale. In Section 7.4 we showed that these texture features lead

to dissimilarity measures that agree with perception.

How to summarize the distribution of these features over an image?

In Chapter 2 we introduced signatures as a compact and efficient representation
for feature distributions. We compared signatures to the commonly used his-
tograms and showed, in Chapter 6, that signatures often lead to better results
than histograms, even when the size of the signatures is significantly smaller

than that of the histograms.

How do we measure the dissimilarity between distributions of features?

The core of any retrieval system is a dissimilarity measure that is able to find
and return the most relevant images in a way that conforms to the users’ no-
tion of similarity. We made a distinction between the ground distance, which
measures dissimilarity of single features, and the dissimilarity between feature
distributions. In Chapter 3 we developed the EMD to extend the ground dis-
tance to dissimilarities between feature distributions. The EMD is a general and
flexible metric and does not suffer from the binning problems of most extant
definitions of distribution dissimilarity. It allows for partial matches, and lower
bounds are readily available for it. In addition, as demonstrated in Chapter 6,
for images with moderate similarities, the EMD gave better results than other

dissimilarity measures.

How can we effectively display the results of a search?

Instead of displaying the returned images as a list sorted by dissimilarity from
the query, as done in most image retrieval systems, we use the full dissimilarity
matrix of the images. We showed in Chapter 7 that applying MDS to the
dissimilarity matrix and placing image thumbnails at the coordinates of the
resulting low-dimensional embeddings leads to an intuitive display that conveys

information about how the images relate to each other.



130

9.2

CHAPTER 9. CONCLUSION AND FUTURE DIRECTIONS

e How can a user browse the images in the database in an intuitive and efficient

way?

We coupled the notion of browsing with that of visualization. No browsing
is possible without an appropriate display. Using our display technique we
developed a navigation scheme that allows the user to intuitively retrieve images
by zooming in promising areas of the display, with refinement of the query done
automatically. We demonstrated this technique for color-based retrieval and for

police mugshot retrieval.

Additional contributions of this dissertation are the following:

In Chapter 6 we provided an extensive comparison of various dissimilarity
measures that are used in image retrieval systems. Comparisons were made
for different combinations of parameters, such as the number of bins (for the
histogram-based dissimilarity measures), the size of the filter bank (for texture),

and the balance between precision and recall.

We presented texture-based retrieval without the need to segment the images
first as dome by most methods. This is possible due to the combination of the

texture features with the ability of the EMD to do partial matches.

We developed a demonstration system, described in Section 8.5, by which peo-
ple can access remotely and experiment with the methods presented in this

dissertation on a 20,000-image database.

Future Directions

The EMD can be applied to other modalities besides color and texture as long as a

ground distance can be defined in the appropriate feature space. Examples include

shape, compositions of objects, eigenimage similarity, among other image features
[3, 24, 29, 64, 66, 85, 96]. A larger ensemble of features from different modalities

can improve the overall performance of an image retrieval system. The EMD can
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benefit other applications beside image retrieval. Good results were achieved for the
comparison of vector fields [51] and for detecting color edges [83].

The idea of adaptive image embedding is also not limited to color and texture
and can be applied to other modalities as long as some notion of similarity, metric or
not, continuous or discrete, can be defined. This method was successfully applied to
computer-assisted parameter setting for animation [58], and to visualization of vector
field images [51].

In this context, the key question, which we leave for future work, is to determine
whether the embeddings and the main axes of variation “discovered” by MDS for
each of these distances and for various types of image distributions are perceptually
meaningful. We believe that since MDS groups similar images together—and away
from dissimilar ones—this is often the case. We also plan to study more the relations
between the axes chosen by MDS for related or overlapping image sets. Knowing the
correspondence between these ‘local charts’ (in the sense of topology) of the image
space may help provide a better sense of navigation.

Although our experience is that the process of image retrieval is improved by
our navigation scheme, a more principled comparison between database navigation
techniques is needed. Current research that studies the responses of users for different
image retrieval methods [73] reports that most users find our navigation method
effective!.

A query language that allows more complex queries must be devised for effective

7

image retrieval. Such a language needs to include operators like “and,” “or,” and
“not.” In addition, image retrieval systems need to integrate different modalities
such as color, texture, and shape. The correct combination of these features, and the
adjustment of their relative importance according to the user responses, is another

topic of future research.

'The experiment in [73] used our navigation method with only color information. The users,
in general, agreed that although the method is promising, color alone is not sufficient for image
retrieval.



Appendix A

The Standard Deviation of the
Gabor Filters

In this appendix, we derive the standard deviations of the Gabor filters in the radial

(0,) and angular (o,) axes. These values are used in Equation (5.3).

A.1 The Radial Standard Deviation

For the radial axis, consider the half-amplitude contours of the filters with orientation

6 = 0 as in Figure A.1, where we require neighboring contours to touch each other.
Denote the half-width of the smallest filter along the u-axis by ¢, and the ratio of

half-widths of two consecutive filters by a. Summing up the half-widths between U,

and Uj, gives

U,—U = t+2at+2a’t+...+2aM 2t +a" 1t
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Figure A.1: Half-amplitude contours of the filters with orientation 6 = 0.

The half-amplitude of a Gaussian with standard deviation ¢ is 0v/21n 2. In our case,
the half-amplitude of the largest filter can be written as

a1 =0,V/2In2 .

Using the above equations together with U, = a™~1U; leads to

a—1 Uh
a+1y2In2 "

Oy —

A.2 The Angular Standard Deviation

To derive o,, we plot the half~amplitude contours as in Figure A.2. Note that two
neighboring ellipses meet on the line halving the angle ¢ = 7, where L is the number

of orientations. Finding o, is thus accomplished by finding the value for which a line
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Figure A.2: Half-amplitude contours of two neighboring filters for different orienta-
tions.

with slope % is tangent to the ellipse

(u— Up)? v?

2In202  2In20? T

or
(u — Up)?02 + 0?02 =2In2020- .

Setting v = tan %u gives

¢ 2 _2
(u — Up)?02 + tan? 50 = 2In20;0, ,
(0'5 =+ tan2 gai)u2 — 2Uh05u + UhQUg —2In 20’20’3 = 0.

This equation has only one solution (tangent case), if

AUpo? — 4(0? + tan® 202)(Uh203 —2In20202) =0,

u
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which leads to

Y

Oy :tan2 9102 o -



Appendix B

Retrieval Performance Plots

In this appendix we collect plots of the results of the experiments we conducted in

Chapter 6. In these plots, the EMD for signatures is always computed using 8 clusters.
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Figure B.1: Retrieving color distributions using 32 bin histograms.
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Figure B.2: Retrieving color distributions using 128 bin histograms.
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Figure B.3: Retrieving color distributions using 512 bin histograms.
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Figure B.5: Retrieving texture distributions using 12 filters and 32 bin histograms.
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Figure B.6: Retrieving texture distributions using 12 filters and 128 bin histograms.
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Figure B.7: Retrieving texture distributions using 12 filters and 512 bin histograms.
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Figure B.8: Retrieving texture distributions using 24 filters and 32 bin histograms.
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Figure B.9: Retrieving texture distributions using 24 filters and 128 bin histograms.
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Figure B.10: Retrieving texture distributions using 24 filters and 512 bin histograms.
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Figure B.11: Retrieving texture distributions using 40 filters and 32 bin histograms.
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Figure B.12: Retrieving texture distributions using 40 filters and 128 bin histograms.
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Figure B.13: Retrieving texture distributions using 40 filters and 512 bin histograms.
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