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Executive Summary


In the State of the Union Address of 1998, President Clinton had the vision: 

"It is time to build, to build the America within reach: …. An America where every child can stretch a hand across a keyboard and reach every book ever written, every painting ever painted, every symphony ever composed; …"

Data archiving and information preservation plays a central role in this vision. The easy access to the world's accumulated treasures of knowledge, art and culture presumes that books, paintings, symphonies can be captured in digital form and that they can be retained for later access. In the current state of the art, the retention is much less certain than the capture. People, businesses, institutions and government are investing considerable time and effort to create and capture information in the digital form that will put it within arm's reach of anyone. We are making great strides towards making this information available in every community across the nation, and even across the world. But we do not have the ability to make this information available across generations of information technology. 

The rapid progress being made in our ability to create, capture, process and communicate information in digital form threatens to make it inaccessible in short order. Hardware and software products are being upgraded and replaced roughly every eighteen months. Companies in the information technology sector report that the majority of products and services they offer did not exist five years ago. The signs that this rapid change will continue for the foreseeable future are compelling. As the President's Information Technology Advisory Committee recently reported (http://www.ccic.gov/ac/report/),

"Today we enjoy the economic, strategic, and societal benefits of well-placed investments in long-term, wide-ranging information technology research begun during the Eisenhower and Kennedy Administrations. These modest investments have yielded massive economic benefits to the Nation. The empirical evidence is unequivocal: today's information technology sector vastly outstrips the current growth of all other sectors of the economy. The Federal Reserve reports that during the past five years production in computers, semiconductors, and communications equipment quadrupled at a time when total industrial production grew by 28 percent. These three industries account for one-third of the total real growth in production since 1992.” 
The growth of the information technology sector makes it possible for people, businesses, and governments to access, use and produce information much more rapidly, efficiently, and creatively than ever before. But in this context of rapid technological growth and change, can we assert that the information in digital form will continue to be available after five years? Unfortunately, the answer is: No. There is a critical weakness in the information infrastructure that is being built up thanks to our investments in information technology. We cannot guarantee the continued preservation and accessibility of the wealth of information that has been and is being created using this technology. We lack proven methods to ensure that the information will continue to exist, that we will be able to access it using the improved tools that continuing progress in information technology will make available, or that any information that remains accessible is authentic and reliable. 

To name a few examples of information lost (first two are not digital): 50% of films made in the 1940s (about 25,000 in number), most TV interviews, the first email sent in 1964, many objects of intellectual and cultural heritage. If we fail to address the problems of preserving information in digital form, making it accessible with future technology, and enabling people to determine whether it is authentic and reliable, we will be throwing away potential long-term gains that the nation and the American people should receive as a return on the investment they are making in information technology. 

The costs of failing to provide for preservation of digital information can be substantial even in the short run:

· The Census Bureau saved the 1960 Census on UNIVAC tapes.

· NASA/NSF/NOAA rescued valuable 20-year-long TOVS/AVHRR satellite data documenting global warming. 

· The Federal Government spent more than $15 million recovering e-mail from the Executive Office of the President in the Reagan and Bush Administrations.

· Private companies facing discovery orders for their digital information in connection with lawsuits often find that recovering this information costs more than the computer system itself.

As the millennium approaches, the Y2K problem has serious impacts, such as IBM's $5.7 billion expenditure to fix the problem since 1997, with the total industrial expenditure estimated at $3,000 to 6,000 billion. While the Y2K problem will start exactly at the end of the millennium, the data archiving and information preservation problem emerges from time to time after many years. Consequently the costs of accessing and recovering digital information may be much more than those of the Y2K problem. The impacts of long-term data archiving and information preservation may not even be measurable. 

To address these problems, the National Science Foundation sponsored a Workshop on Data Archiving and Digital Preservation. The goal of the NSF Workshop was to identify directions for research concerning data archival and information preservation. The research opportunities for data archiving and information preservation are abundant. They include the study of specific future requirements and the development of augmented digital technologies now available. Held in Washington, D.C. on March 26-27, 1999, the workshop included participants from academia, industry and government. It included experts from the fields of information technology, science, libraries, museums, and archives. [Include link to list of participants.] Discussions focused on five areas:

· Information Preservation and its requirements

· Information media and storage media

· System and technology

· Workflow, information preservation and data archiving

· Policy and usability

The interdependencies among these areas are complex, and discussions are summarized as follows.

The digital environment fundamentally changes the requirements for preservation. Traditionally, preserving things meant keeping them unchanged. If we could succeed in holding on to digital information without any changes, the information would become increasingly harder, if not impossible, to access. Even if we found a physical medium that would hold digital data intact forever, the formats in which information is recorded digitally change and the hardware and software needed to recover the information from the medium become obsolete. Finding ways to keep old applications running would entail its own problems. People would not consider the digital data that has been preserved from the Vietnam War and World War II to be accessible if, in order to get it, they had to learn to use 30 and 50 year old technology. As information technology continues to advance, researchers, companies, government agencies, and ordinary people will want to use the best tools that technology provides to find and use information. This creates a fundamental paradox in digital preservation: on the one hand, we want to maintain digital information intact as it was created, but on the other we want it to be accessible in a dynamic context of use. Finding ways to resolve this tension between the context of creation and the context of use constitutes an important area of research.

The context of creation refers to the production of digital information, including both information that is "born digital" and information that exists in another form, but is converted or captured in digital form. The context of creation determines the basic requirements for preserving digital information in three ways. First, and most obviously, it provides the information content that must be preserved. Secondly, it captures this information in specific formats and styles that may be essential to maintaining the authenticity of the information. Thirdly, often the circumstances in which digital information is created, especially who created it and for what purposes, and how they organized and processed it, need to be known in order to understand the information. 

Research is needed to refine requirements for preservation in each of these facets. The need for research is not immediately obvious in the case of contents. As a general rule, we can assert that if we wish to preserve an object, such as a book or a symphony, clearly all of its contents must be preserved. But what of a Web site that contains hyperlinks to other sites around the world? Or of a database that is constantly changing? And what of works of art, such as paintings? Digital technology enables us to capture millions of subtle variations in color and shading, but we cannot present the varying thickness of paint nor the texture of brush strokes on a computer screen.

This leads us to the second facet of the context of creation: that of structure and style. Computer technology is enabling the creation of any increasing diversity of forms of recorded information. Traditional forms - the book, the map, the photograph, the sound recording -- continue to be produced in digital formats. But many new formats have emerged: hypertext, dynamic pages, geographic information systems, multimedia, and interactive video, for example, and undoubtedly more will follow. Each format poses distinct challenges for preservation. 

Basic research is needed:

· To define, develop, and evaluate techniques to preserve across generations of information technology the content, structure, style and context of digital information.

· To develop criteria and methods for assessing and demonstrating the authenticity of preserved information.

· To articulate methods for assessing the long-term value of digital information, including methods for specifying what it says about the past or present and for exploring what it might say to the future.
The problem of archiving and preservation of digital information is plagued by short media life, obsolete hardware and software, and slow read times of old media. The rapid advance of computer technologies does not solve the problem, but instead requires migration of digital materials from one generation of technology to another once in every few years.

For digital records the preservation issues extend beyond considerations of media life. Devices to read those media are obsolescing rapidly, and the variety of formats used for digital documents and images induces further complications. Research will help us to develop policies, procedures, standards, and protocols based on solid frameworks. It will provide accurate concepts and essential attributes of preservation in the life cycle of digital information. 
The current communication infrastructure - the Internet, personal computers, cable television, and data communications - has changed the landscape of archiving and preservation of digital information completely.  It is essential to consider preservation issues at every stage of the life cycle. Although the solution will not be purely technological, scientific understanding of the long-term research issues of preservation of digital information will be extremely important at this critical time. In the PITAC (President's Information Technology Advisory Committee) Interim Report, four research areas - “Software”, “Scalable Information Infrastructure”, High-End Computing”, and “Social, Economic and Workforce Implications” - are relevant all to data archiving and information preservation issues. “Software” must be reusable and preserve information. “Scalable Information Infrastructure” must be scalable in space and time dimensions. The time dimension is concerned with long-term preservation issues. “High-End Computing” generates scientific and nationally critical data, which must be preserved in long term. As explained in previous paragraphs, preservation issues play a central role in the "Social, Economic and Workforce Implications" research area. The attached list of workshop participants demonstrates the breadth of interest in the government, professional associations, academia, and research laboratories. We recommend that Data Archival and Information Preservation should play a central role in all PITAC activities. 

The proliferation of computers makes the production and dissemination of information easier. At the same time, it raises the bar to our ability to make good use of the information in several respects. The converse of our ability to access information stored anywhere in the world over the Internet is that often we have no idea who is providing this information, whether it is valid, or even whether it actually appears as it was intended, let alone what it really means. The significance of such problems, which confront us in the infancy of the Digital Age, will only be compounded in the case of documentary materials that are transmitted across generations. Workflow process, a concept in office automation and electronic commerce, will become essential to delineate information values, operational systems vs. archives, working document vs. archived record, and others. 


The possibility of rapid access to information stored anywhere in the world, and the increasingly powerful and flexible retrieval tools being developed raise both the demand for access and the level of service expected in response. Rising demand invalidates the established model of archives and libraries as places where people go to get information. In the digital environment, the repositories must be able to deliver the information they preserve to users anywhere in the world. The solutions, which enable us to migrate digital recordings across generations of technology and generations of people as well, must be capable of interfacing with access systems. But interfaces, both between preservation systems and access systems and between access systems and end users, must protect the integrity of the recorded information that is delivered through them, yet remain interoperable at all times. 

The disparity between the contexts of creation and of future use requires increasing amounts of metadata associated with preserved records. Some metadata, such as copyrights data, are continuously updated. Even if storage to save all data might be feasible, the cost will be enormous in providing adequate metadata. But how much metadata is needed to preserve the unknown category effectively? We need policies and automatic tools to translate the policies into metadata decisions. To each preserved record, metadata will describe: standards, languages, data structures, linkages to logically/physically remote ancillaries, presenters and interpreters – software, terminologies (DTDs, references, and ontologies), and contexts.  

The metrics for archival decisions (e.g., metadata) depends on economic models, social models, storage costs, software costs, and human resource costs. Although more semantics in metadata will increase costs, human intervention in accession will minimize; seamless support, transition of stewardship, and lifetime maintenance will improve. Preservation is not an exact science, but only probabilistic! The information content company, CORBUS, has experienced the loss rate of 150 out of 1 million images in storage systems. What will be the maximal acceptable loss rates? Quantitative analysis of the metrics should combine into cost/benefit analysis in particular domains. 

On one hand, domain specialists can initiate specific future requirements based on known and understood requirements. Their requirements will impact the system design for archival and preservation. On the other hand, as digital technologies proliferate (e.g., digital cameras), individuals have also personal archiving and preservation needs. Sample research issues include central versus decentralized system, multi-level control, scalability, reliability, redundancy, access linkages, and enforcement techniques of standards. Continuously, workflow processes in organizations create documents and records. Starting from creation and ingestion, we should integrate the workflow process together with the preservation process: appraisal, verification, maintenance, and eventually retirement. 

The digital technologies should be augmented to develop automated tools for archivists to select and attach adequate metadata to a digital record; for information access at many levels of service: professionals, public interest, and individuals; and for document interchange beyond what is now available. The container idea (e.g., Apple's Bento, Reference Model for an Open Archival Information System, SMPTE/EBU Task Force for Harmonized Standards for the Exchange of Program Material as Bit Streams, and etc.) of the software industry has proven to be useful to bundle metadata with records for aggregation, interchange, and emulation. The Universal Preservation Format (UPF) project is an excellent example of container standards on multimedia content, including text, images, voice, video, and their inter-linkages. 

Not the least in importance in setting a research agenda for digital preservation are social, legal and ethical issues. In each of these issues there are important questions to be addressed, such as “what to preserve”? These issues also intensify the problem of deciding what to preserve for the future. Businesses, governments and individuals are increasingly relying on digital technology in the conduct of their affairs. Terabytes of new content are being added to World Wide Web sites every month, and the rate of growth is escalating. Satellites are sending vast quantities of data in steady streams down to earth. Technology may make it possible to preserve such vast quantities of data, but technology cannot determine whether it should be preserved. Deciding what information should be preserved is in essence a value judgement, rather than a scientific or objective determination. This judgement involves complex factors. We may decide that information is worth preserving because of what it says about the present, or the past. In this perspective, the future value of stored information depends on its inherent characteristics: what it is about; how accurate, complete, reliable, and and comprehensible it is. But the future value of information also depends on what it has to say to the future. But this value often is not simple to identify, let alone to measure. Advances in information technology make this value judgement ever more difficult. Today's technology makes it possible to mine data and create information in ways and on a scale that were simply impossible in the past. Surely future advances in technology will expand the possibilities for generating knowledge even more.

Near-term research is needed:

· Interoperability of archiving and digital library systems

· Standards for archiving and preservation

· Workflow process and information preservation 

· Metadata for archiving and preservation

· Multimedia container software

· Archival metrics

· Social and economical models of archives and digital libraries

Decisions on preserving information should take into account the costs of doing so. It is not apparent that there are any reliable methods of estimating such costs at present. The costs of retaining information using current technology can be determined, but both those costs and the technology will change over time. While costs projections for certain basic elements of technology - such as the costs of digital media per unit volume of information and the costs of unit processing by computers - can be projected into the future, absent are proven techniques for long term preservation of digital information.

Recommendation:

Since the needs for the various communities differ, it will be useful to support a diversity of research efforts, but so organized the program that the technical infrastructure and results will be shared as much as practicable. There should be a focal point to disseminate information and knowledge about preservation and archiving research and technology for assistance to industry and government agencies. One may argue for a National Center for Information Preservation, but not to maintain a central archive. It is unclear if such a center should be associated with an active research group, a governmental agency representing a user community, or should attempt to become a viable commercial enterprise. Opening up proposals to this need might determine the best alternative.



